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ABSTRACT
Analog hardware accelerators, which perform computation within a dense memory array, have the potential to overcome the major
bottlenecks faced by digital hardware for data-heavy workloads such as deep learning. Exploiting the intrinsic computational advantages of
memory arrays, however, has proven to be challenging principally due to the overhead imposed by the peripheral circuitry and due to the
non-ideal properties of memory devices that play the role of the synapse. We review the existing implementations of these accelerators for
deep supervised learning, organizing our discussion around the different levels of the accelerator design hierarchy, with an emphasis on circuits and architecture. We explore and consolidate the various approaches that have been proposed to address the critical challenges faced by
analog accelerators, for both neural network inference and training, and highlight the key design trade-offs underlying these techniques.
Published under license by AIP Publishing. https://doi.org/10.1063/1.5143815
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I. INTRODUCTION
For decades, processor performance has advanced at an inexorable pace by riding on continued increases in transistor density, enabled
by Dennard scaling, and, more recently, by running many processor
cores in parallel. In the last decade, this performance has come to a
plateau, as power constraints have slowed the scaling of transistors
and as Amdahl’s law has diminished the returns from multi-core computation using general-purpose processors. Signiﬁcant future improvements in computation—measured as the raw performance (operations
per second), performance per area, and performance per Watt—will
increasingly come from innovative domain-speciﬁc architectures that
are specialized toward a narrower set of tasks.1
At the same time, the ﬁelds of neuromorphic computing and
machine learning—which have applications in image and speech recognition, natural language processing, predictive analytics, and many
other domains—have recently gained considerable scientiﬁc and commercial interest. Modern neural networks have grown so quickly in
scale that training and deploying them now often require computational resources that lie outside the reach of most researchers and individual edge devices.2 Fortuitously, neural networks are well suited to
acceleration by domain-speciﬁc hardware, as most neuromorphic
algorithms require only a small set of critical computational kernels.
There is already a proliferation of new architectures speciﬁcally aimed
at accelerating neural networks, many of which are custom digital
chips.3,4 For modern machine learning workloads involving large datasets, however, these systems are critically constrained by the need to
transfer data between memory and the processor.5
The so-called memory wall, also called the von-Neumann bottleneck, presents an opportunity for neuromorphic accelerators that can
perform computations directly inside the memory array where the
network’s parameters are stored. Analog processing inside such an
array can also inherently parallelize the matrix algebra computational
primitives that underlie many machine learning algorithms. These
intrinsic advantages can potentially translate into dramatic improvements in both the computational capacity and energy efﬁciency of
neuromorphic hardware.
The basic processing element in such a system is an array (or
crossbar) of memory devices. Many of the candidate devices for this
application are emerging memory technologies, though it is also
possible—and often advantageous—to leverage mature technologies
such as ﬂash memory. In this review, we discuss the practical considerations, unique challenges, and the diversity of possible implementations of a neuromorphic accelerator that is constructed from these
memory arrays. We will focus primarily on considerations at the level
of circuits and system architectures, as several reviews have recently
covered these accelerators from a more device-oriented point of
view.6–9 We also narrow our attention to accelerators for deep supervised learning, which is the most well-researched and deployable set of
neural architectures, rather than systems specialized for unsupervised
learning algorithms or spiking neural networks. Resistive crossbars
have notably also been explored for accelerating several related
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computational kernels, such as solving linear systems10,11 and combinatorial optimization,12,13 which will not be the focus of this review.
Somewhat differently from recent surveys14–16 of neural network
accelerators based on emerging devices, we organize this review
around the basic components and ideas that make crossbar-based
architectures work. These ideas are partially but not entirely agnostic
of the speciﬁc choice of memory device. We begin with an overview of
deep learning and the needs of a deep learning hardware accelerator
(Sec. II) and then brieﬂy discuss digital architectures specialized for
this application (Sec. III). In Sec. IV, we introduce the analog,
crossbar-based neuromorphic accelerator and brieﬂy survey the ﬁeld
of candidate memory devices. Section V discusses the peripheral circuits, analog and digital, which support crossbar computations—if not
carefully designed, these circuits can greatly offset the basic energy,
latency, and area advantages of the approach. In Secs. VI and VII, we
discuss the architecture of analog accelerators for neural network
inference and training, respectively, with an emphasis on system-level
design trade-offs. Finally, in Sec. VIII, we survey some known
approaches to combat device- and array-level non-ideal effects using
architectural and algorithmic techniques.
II. COMPUTATIONAL PRIMITIVES IN DEEP LEARNING
In this section, we provide a brief introduction to artiﬁcial neural
networks trained by the widely used backpropagation algorithm for
supervised learning. We focus our attention on the main linearalgebra computational primitives that underlie these algorithms, the
acceleration of which has motivated much of the recent work on analog neuromorphic hardware. For a more complete pedagogical introduction to deep learning and other machine learning algorithms, we
refer the reader to Refs. 17 and 18.
A. Inference and training of deep neural networks
The topology of a typical artiﬁcial neural network with a single
hidden layer is shown in Fig. 1(a). Input data to be processed (e.g., pixels of an image or an audio sequence, cast as a 1D vector in this case)
are forward-propagated through the network from left to right by a
sequence of linear and nonlinear operations. The input neuron activations xðlÞ to layer l are converted to the next layer’s activations xðlþ1Þ
by the transformation
xðlþ1Þ ¼ f ðWðlÞ xðlÞ Þ;

(1)

ðlÞ

where W is an Nl  Nlþ1 matrix of weights (or synapses) connecting
layer l with Nl neurons to layer l þ 1 with Nlþ1 neurons. f is a nonlinear activation function that is applied element-wise to its argument,
which is the product of a vector–matrix-multiplication (VMM). A bias
vector bðlÞ is also added to the argument of f; for brevity, we have chosen not to include it explicitly here, as it can be absorbed into WðlÞ .
The layer-to-layer transformation in Eq. (1) maps one representation of the input, encoded in the neurons x, to another. For example,
the pixel-wise representation of an image may be converted to a
hidden-layer representation in terms of a more abstract set of features;
these features are propagated forward, being mapped to higher-level
features, until one reaches the ﬁnal-layer neurons, whose values represent the desired output from the neural network (e.g., classiﬁcation
labels). The purpose of having one or more hidden layers in a deep
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From the error vectors, the derivative with respect to the prediction error d can be found for all the weights, and these derivatives are
then used to update the weights according to an optimization algorithm, which is typically a form of gradient descent. The update to be
applied to a weight matrix is given by
T

DWðlÞ ¼ gdðlÞ ðxðlÞ Þ ;

FIG. 1. A multi-layer perceptron neural network, showing a single hidden layer: (a)
forward propagation through the network and (b) backpropagation of error through
the network.

neural network is to convert the input into representations that are
more amenable to making a correct prediction.
The nonlinear function f is essential in ensuring that the multiple
layers in the network cannot be trivially collapsed into an equivalent
single-layer linear network. For tasks such as computer vision, a common choice for f is the rectiﬁed linear unit (ReLU): f ðxÞ ¼ maxð0; xÞ.
Other choices include the sigmoid function rðxÞ and the hyperbolic
tangent tanhðxÞ, which are more commonly used in manipulating
sequential data, e.g., in speech recognition. A different nonlinear function, such as a softmax, is usually applied at the ﬁnal layer to normalize
the output of the network. The propagation of input data through the
network to produce an output prediction is called the inference step.
In some implementations, a batch of input examples are collected into
the activations x so that inference can be executed as a sequence of
matrix–matrix multiplications.
In supervised learning, the network is trained to make accurate
predictions by iteratively updating the weight matrices W (and the
biases b) so that its outputs approach the provided correct outputs for a
selection of input examples called the training set. Backpropagation of
error, shown in Fig. 1(b), is the most widely used algorithm for training.
For a given example, an inference step is ﬁrst performed, and an error
d—typically a mean-squared or cross-entropy loss function—is calculated on the network’s prediction based on the known correct output.
By differentiating Eq. (1), the error at the output layer can be propagated
backward through the network to ﬁnd the error values at a layer l,
T

dðlÞ ¼ ðWðlÞ Þ dðlþ1Þ  f 0 ðWðl1Þ xðl1Þ Þ;
0

(2)

where f is the derivative of f and  denotes an element-wise product.
Note that this expression involves the multiplication of the transpose
of the weight matrix with an error vector: to differentiate it from the
earlier VMM, we will refer to this operation as a matrix–vector multiplication (MVM).
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(3)

where g is a learning rate. Thus, the optimal update to the weights following a single example is an outer product of two vectors.
In stochastic gradient descent (SGD), the weight update in Eq.
(3) is carried out after every training example. To speed up training
and improve convergence, one can also perform forward propagation
using the same weights over the full training set and then apply a sum
of outer products as given by Eq. (3)—this is called batch gradient
descent or minibatch gradient descent if only a subset of the training
set is used before each update. Hyperparameters, such as the number
and sizes of the hidden layers and the learning rate (g), are typically
ﬁxed during training but may need to be tuned externally as part of
the neural network design. The ultimate goal in both training and
hyperparameter tuning is not necessarily to minimize the error on the
training set but rather to generalize well to a test set, which contains
examples that the network has not seen. Although SGD and minibatch
gradient descent tend to have noisier convergence during training
than batch gradient descent and other deterministic algorithms that
utilize the full gradient,19 they have been shown to yield good generalization performance on large-scale learning problems by virtue of their
stochastic nature, which has a regularization effect for some
datasets.17,20
B. Recurrent and convolutional neural networks
We have so far considered a multi-layer perceptron (MLP)—a
deep neural network consisting only of fully connected (FC) layers.
Recurrent neural networks are usually employed for speech and
natural language processing and can also be used for vision tasks.
These networks are similar in structure to an MLP, with the critical
difference that the weights are reused across inputs from multiple
time steps. The widely used long short-term memory (LSTM) network, for example, processes an input vector together with a state
vector for the current time step using a memory cell that combines
multiple types of activation functions f.21 For computer vision
tasks, convolutional neural networks (CNNs) are the preferred
choice. In convolutional layers, only nearby neurons are connected
by nonzero weights, leading to a structure that is more effective in
capturing spatially local patterns in visual data. MLPs, LSTMs, and
CNNs represented 95% of the inference workload in Google datacenters in 2016.22
Figure 2 shows the structure of a convolutional layer: the input
and output feature maps are three-dimensional—x, y, and an additional channel dimension—and the weights are applied in the manner
of a sliding window across the input much like a spatial ﬁlter in standard image processing. Forward propagation through a convolutional
layer, analogous to Eq. (1), is given by
0
1
y 1 K
NX
ic 1 K
x 1
X
X
ISxþi;Syþj;k  Wi;j;k;m A;
(4)
Ox;y;m ¼ f @bm þ
k¼0

j¼0

i¼0
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FIG. 2. A convolutional layer. The colored
pixels are processed in one sliding window step over the x-y plane.

where I and O are the input and output feature maps and have Nic
and Noc channels, respectively. W is the weight matrix that is represented here with four dimensions: the ﬁlter plane has dimensions
Kx  Ky and stride S, and an independent 2D ﬁlter exists for every
combination of input and output channels. The input is often zeropadded so that the output has the same size in x and y. Several convolutional layers are often followed by a max pooling layer, and a CNN
generally has one or more FC layers at the output. It is important to
note that due to the small ﬁlter plane, a convolutional layer reuses the
same input data and a relatively small number of weights over many
sequential operations. Meanwhile, a fully connected layer typically
involves a much larger number of weights with no input data reuse
across its VMMs. Therefore, in any hardware implementation, convolutional layers tend to be computation-bound, while fully connected
layers are bounded by the memory bandwidth.22
C. Processing large neural networks
As the machine learning ﬁeld has advanced, the size of state-ofthe-art deep neural networks has grown dramatically. This is readily
seen in networks developed for computer vision tasks. While LeNet523—a classic CNN trained for the MNIST hand-written digit recognition task24—has less than 105 parameters, modern CNNs optimized
for the ImageNet Large Scale Visual Recognition Challenge25 have on
the order of 108 to 109 weights. Meanwhile, datacenter-targeted neural
networks such as Google Brain are several orders of magnitude larger
still.26 The large size of state-of-the-art neural networks makes them
difﬁcult to train without access to large computational resources, such
as distributed computing clusters, and difﬁcult to deploy for inference
applications on edge devices (such as mobile phones), which have limited storage, computational capacity, and power budget.
Some progress has been made at the algorithm level to make
these neural networks more compact without greatly sacriﬁcing their
accuracy. One widely used approach is quantization:27 reducing the bit
precision of the weights and activations. Quantization is signiﬁcant as
it reduces not only the size of the network in memory but also the
energy and area costs of memory access and arithmetic computations.22 Good performance on image recognition tasks has been shown
with neural networks that use only 1-bit (binary) weights28 during
inference and with fully binary neural networks using both 1-bit
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weights and 1-bit neuron activations.29,30 BinaryNet, a state-of-the-art
binary neural network, compresses AlexNet—a classic CNN designed
for the ImageNet task—by a factor of 189 while suffering only a
small top-1 accuracy loss from 56.6% to 51.4%.31 These highly compressed networks still require higher-precision values during backpropagation since the errors and weight updates corresponding to
individual training examples are small.32 Besides the compression of
weights and activations, there are also efforts to prune weights from
the network and in general to deploy less computationally intensive
CNNs such as MobileNet, which uses depthwise convolutions to
greatly reduce the number of multiply accumulate (MAC) operations.33 One caveat of these approaches is that while they reduce the
network’s memory footprint and computational load, they do not
always produce a proportional reduction in the energy needed to process the network due to the overhead of data movement.34
The growing size and demand for neural networks, particularly in
industrial applications, call for hardware innovations in parallel with
the algorithmic ones in order to make large, high-performance neural
networks available to users and researchers who are constrained by the
cost of computation. Broadly speaking, large neural networks cannot
be implemented efﬁciently on general-purpose central processing units
(CPUs) in either the inference phase or the training phase. The CPU,
which is specialized for executing one (or a few) potentially very complicated instruction at a time, is ill-suited for the needs of large neural
networks, which are characterized by a large data volume and highly
regular workload built from a small set of computational primitives.
Using graphics processing units (GPUs), which contain hundreds
or thousands of co-processors that compute in parallel, signiﬁcantly
improves performance within the domain of neural network processing. The GPU’s co-processors share access to a very fast local memory
or to a global memory in a highly parallelized (coalesced) manner.35
Many of today’s state-of-the-art neural networks are trained using
GPUs or distributed GPU clusters,2,22 and GPU-accelerated libraries
of the computational primitives in deep neural networks have been
released, which facilitate code development for both inference and
training.36 However, in spite of the advantages over CPUs, memory
transfer remains an overwhelming bottleneck in processing large neural networks on GPUs.2,35 Since both the CPU and the GPU have limited local memory and memory bandwidths, the growing data volume
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in modern neural networks (as indicated by the sizes of the weights W
and activations x) implies that expensive off-chip memory accesses
tend to dominate the energy and latency of the computation.5
III. DIGITAL NEUROMORPHIC ARCHITECTURES
To address the shortfalls of CPUs and GPUs for data-centric
applications, there has been considerable recent interest in customized,
domain-speciﬁc architectures for machine learning.1,3,4,26 Here, we
will brieﬂy survey these digital neural network accelerators, which
include both systems based on ﬁeld-programmable gate arrays
(FPGAs) and application-speciﬁc integrated circuits (ASICs). We refer
the reader to Refs. 3 and 4 for a more complete overview. Many of
these solutions aim to accelerate neural network inference, with training still largely performed ofﬂine by GPUs.
The FPGA is a popular platform for the development of ﬂexible
hardware for various applications, including deep neural networks.37–41 Compared to the GPU, its reconﬁgurability enables a
greater degree of algorithm and hardware co-design, as well as the possibility of lower-precision datapaths that lead to more energy-efﬁcient
inference operations. However, the overhead needed to support reconﬁgurability limits the available processing resources within a chip;
multiple FPGAs may be needed to implement a desired function,
increasing area and power consumption. These trade-offs can be balanced by using collections of FPGAs interconnected by a high-speed
reconﬁgurable network.42 At the datacenter scale, Microsoft’s Project
Brainwave uses large pools of FPGAs to deliver inference results with
low latency. Brainwave’s high performance on large neural networks
relies on efﬁciently partitioning the network across FPGAs such that
each partition (or sub-graph) requires only those weights that can be
pinned onto the high-bandwidth on-chip FPGA memory.43
Google’s Tensor Processing Unit (TPU) is a custom chip that
was designed for in-datacenter acceleration of neural networks.22 The
TPU v1, which is an inference accelerator, contains at its core a
256  256 block of 8-bit multiply accumulate (MAC) units that perform the individual multiplication and addition operations inside the
VMM in Eq. (1). The block is operated as a systolic array, as shown in
Fig. 3, where the input data are broadcast horizontally and VMM partial
sums are accumulated from the top downward. On each clock cycle,

FIG. 3. The systolic array of 8-bit multiply accumulate units in the Google TPU
v1.22
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each MAC unit receives an input and partial sum from its neighbors,
performs a computation, and then forwards the updated partial sum to
the next element. This conﬁguration leads to higher compute density
(25 more MAC units than the larger Nvidia K80 GPU) and reduces
the number of intermediate reads and writes to a buffer during a VMM.
Access to off-chip main memory is the most signiﬁcant bottleneck to large neural network computations. One way to address this
issue is to place optimally sized memory banks close to the processing
elements for the transfer of intermediate results. DaDianNao, for
example, distributes large neural network layers over tiles of processing
elements and provides local embedded dynamic random access memory (eDRAM) banks within each tile.44 3D integration of DRAM
arrays on top of a layer of digital logic elements, as in Neurocube,45
can also effectively bring processing close to the memory.
An important approach to minimize memory access costs is to
adopt a more efﬁcient dataﬂow that maximally reuses the transferred
data. For example, DianNao accommodates large layers, which do not
ﬁt in the local memory dedicated to its processing elements, by breaking up the VMM into tiles that minimize the transfer of input and output activations.46 In CNNs, the heavy reuse of ﬁlter weights and
feature maps provides a greater opportunity to amortize the cost of
data access over many operations. Eyeriss exploits this via a careful
mapping of the convolution layer to the dataﬂow within the chip.47
Like the TPU, Eyeriss executes its operations on a systolic array but
with a reconﬁgurable row-stationary dataﬂow that minimizes the
movement of both ﬁlter weights and input data. For smaller ﬁlters, different parts of the array can be used to simultaneously process different parts of a convolution operation. Reference 3 provides a
comprehensive overview of energy-efﬁcient dataﬂows used by various
digital architectures.
Inference accelerators have also been developed to operate on neural networks with low-precision data types and/or sparse weight matrices
to save energy and area.48,49 In the limit of quantization to a single bit,
YodaNN accelerates binary weight networks,50 the Uniﬁed Neural
Processing Unit (UNPU) supports variable-precision weights (1 to
16 bits),51 and BRein Memory accelerates networks with both binary
weights and activations.52 Specialized digital architectures have also been
developed for deep neural network training—one example is ScaleDeep,
which is designed as a server node architecture.53 Cambricon, an instruction set architecture (ISA) speciﬁc to neural network accelerators,
increases code density while extending support to a variety of techniques
used in deep learning, for both inference and training.54
A distinct class of digital accelerators overcomes the memory
transfer bottleneck by directly performing computation inside a modiﬁed digital memory array, exploiting the high internal bandwidth of
DRAM and static random access memory (SRAM) technology.
Ambit, an example of a digital processing-in-memory (PIM) architecture, implements a logically complete set of operations within a
DRAM array with minimal additional area overhead.55 It uses the
simultaneous activation of three rows in a DRAM array to perform
parallelized AND and OR operations on two rows and adds a row of
dual-connected 2T-1C cells to implement a row-wise NOT operation,
as shown in Fig. 4. To avoid overwriting the operand data, data must
ﬁrst be copied onto these designated rows for bitwise logic, which adds
latency. DRISA (DRAM-based Reconﬁgurable In-Situ Accelerator)
considers completing Ambit’s AND/OR operations with simple
CMOS logic gates (e.g., NOT) integrated with the column sense
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FIG. 4. (a) Layout of a DRAM array. (b) In Ambit,55 three designated rows can be
simultaneously activated to perform AND or OR operations on rows A and B,
depending on the values on row C. A row of dual-connected 2T-1C cells can be
used to perform a row-wise NOT operation. WL ¼ world line and BL ¼ bitline.

circuitry, as well as arrays that can perform logically complete NOR
operations using 3T-1C DRAM cells.56
While the bitwise operations in Ambit and DRISA are logically
complete, many cycles are needed to execute multi-bit arithmetic
operations—hundreds of cycles, for example, to compute multiplications
with three bits or more.56 Consequently, high performance must be
achieved through parallelism, not only via the simultaneous activation of
multiple rows but also of multiple DRAM subarrays. More importantly,
PIM architectures work most efﬁciently as inference accelerators for networks where either the weights or activations are binary. Deep neural
networks based on bulk bitwise operations can also be implemented in
SRAM arrays57–59 and in emerging non-volatile memories such as resistive RAM, phase change memory (PCM), and spin-transfer torque
(STT) magnetic RAM when operated in binary storage mode.60
Digital processing-in-memory architectures share some similarities and intrinsic advantages with the analog non-volatile-memorybased architectures that we consider in the remainder of this paper.
We refer the reader to Ref. 61 for a detailed neuromorphic performance comparison of the two architecture types.
IV. ANALOG IN-MEMORY ACCELERATION OF NEURAL
NETWORKS
By embedding neural network computations directly inside the
memory elements that store the weights, analog neuromorphic accelerators based on non-volatile memory (NVM) arrays can greatly
reduce the energy and latency costs associated with data movement. In
this section, we will also see that computation within these arrays is
inherently parallel, and this can be leveraged to accelerate the neural
network primitives discussed in Sec. II—the VMM, the MVM, and the
outer product update—enabling efﬁcient architectures for both inference and training.
Figure 5 shows the basic structure of a resistive memory array,
realizable with various non-volatile memory (NVM) device types,
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FIG. 5. The basic concept of a massively parallel analog vector–matrix multiplication within a resistive memory crossbar. The currents accumulated by the columns
are given by Eq. (5).

whose conventional application is high-density data storage. To perform a VMM within the array, all the rows (or wordlines) are activated
simultaneously, with a voltage Vi applied on row i. The total current
collected by the jth column (or bitline), which we assume to be held at
a ﬁxed potential, is given by
Ij ¼

N
r 1
X

Gij Vi

0 < j < Nc  1;

(5)

i¼0

where Gij is the conductance of the memory element at the array position (i, j), Nr is the number of rows, and Nc is the number of columns.
The above expression implements a vector dot product, where the
multiplications are realized by Ohm’s law and the summation by
Kirchhoff’s current law. Since the currents ﬂow through all the columns in parallel, the crossbar executes the full VMM in a single operation. The bias b can be added as an extra row in the array. The MVM
operation, which uses the transpose of the same weight matrix, can
likewise be executed by driving the columns and reading the currents
on the rows. We defer discussion of the parallel outer product update
to Sec. VII on training accelerators.
The physical latency of a crossbar VMM is determined by the
time required to charge each row of the array. Since both the resistance and the capacitance of the row increase with the number of
columns, the latency scales as OðN 2 Þ for an N  N array.
Nonetheless, for metal interconnects used in the 14 nm CMOS
process, this RC time is only about 0.2 ns for a very large array
with N ¼ 1024, which is orders of magnitude faster than the time
taken to compute the same VMM (106 MACs) on a digital processor.62 This RC delay is sometimes treated as constant time in practice, as it tends to be much smaller than the latency of the
peripheral circuits, such as the analog-to-digital converter (ADC)
and the digital-to-analog converter (DAC).
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Compared to the digital PIM accelerators discussed in Sec. III,
the resistive crossbar has a more favorable energy scaling. Computing
a VMM on a DRAM or SRAM array requires charging one row at a
time and then one column at a time for each cell. By charging all the
rows in parallel, the energy of a VMM scales as OðN 2 Þ, compared to
OðN 3 Þ for a digital memory array.63 Resistive crossbars, particularly
those based on ReRAM technology, can also potentially be denser
than SRAM or DRAM arrays, while being capable of storing multiple
bits of weight data per cell. It is often the case in analog accelerators,
however, that while the in-memory matrix computations are highly
efﬁcient, the area and energy consumption is dominated not by the
crossbar but by the peripheral circuitry.62
Comparing Eq. (5) to Eq. (1), we ﬁnd that the conductance Gij is
simply proportional to the represented weight Wij. Realistically, the
mapping from the weight matrix to the array conductances must
account for non-ideal effects at the device and array level, such as the
tunable conductance range, I–V nonlinearity, inﬂuence of peripheral
circuitry, parasitic voltage drops across the array, and device-to-device
process variations. An optimal mapping can be extracted from device
models or from a few measured parameters.64 It is also possible to calibrate for the combined effects of these non-idealities by streaming a
representative set of input data to the crossbar and minimizing the
error in the outputs.65 Since conductances must be positive, Eq. (5) is—
strictly speaking—compatible only with positive-valued weights. Realvalued weights are typically implemented using two resistors per weight
whose currents are subtracted, but various other methods have been
explored. We will revisit the topic of signed computation in Sec. VI.
Similar to a fully connected layer, all the weights within a long
short-term memory (LSTM) layer can be mapped onto a single crossbar. By driving the rows with the input vectors and the hidden state
vectors, all matrix computations within a time step can be executed in
one array read operation.66,67 The column outputs can then be digitized and processed by digital circuits that implement the LSTM activation functions; in the next time step, these results can be passed into
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the same array as the hidden state input. This architecture can support
other types of recurrent neural networks, such as gated recurrent units,
by modifying or reprogramming the digital circuit blocks.66
Convolutional layers can be mapped onto resistive crossbars by
unrolling the input to each sliding window computation into a vector
and decomposing the convolution into VMMs. The most widely used
scheme, proposed in the ISAAC architecture,68 is shown in Fig. 6.
The unrolled sliding window input is applied to the rows, and the
result in each output channel is collected at the columns. While individual sliding window computations are intrinsically parallelized by
the crossbar, the full convolution still requires a large sequence of sliding windows that can be processed concurrently only by replicating
the weights across multiple devices.
A. Candidate memory devices
1. Device requirements for inference and training

To be useful for neuromorphic computing, non-volatile memory
devices must meet a number of requirements that are considerably
more stringent than those for storage-class memory,69 particularly if
these devices are to be used for training. With this being the case,
many different types of memory have nonetheless been proposed as
synaptic weights for neuromorphic computing. Here, we provide an
overview of the device requirements and the main candidate technologies. We will keep our discussion relatively brief, as detailed devicefocused reviews can be found elsewhere.6,7,14,16
For inference-only applications, the device must have at least two
reliably distinguishable conductance states. Though not strictly necessary, memory elements with low cycle-to-cycle variability or noise in
its stored weight value are desired in order to realize multiple bits of
weight information in a single device. Provided that the read nonidealities, depicted in Fig. 7(a), are small, multi-bit devices can greatly
enhance the accelerator’s area and energy efﬁciency. The device must
also have long retention: any drift in the stored state, caused by charge

FIG. 6. Mapping a convolutional layer
onto a resistive crossbar. Each column
contains the full set of weights for one output channel. The size of the array is
ðKx  Ky  Nic þ 1Þ  Noc .
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the weight, i.e., the same magnitude of conductance change for the
same strength of the pulse, regardless of the initial state—this is a
demanding but essential requirement.6 Examples of nonlinear deviations from this behavior are shown in Fig. 7(b). In general, an asymmetric nonlinearity—a different response to positive and negative
update pulses—causes a greater accuracy degradation than a symmetric nonlinearity. In the presence of asymmetric nonlinearity, an
attempt to ﬁne tune the weights via alternating positive and negative
updates will tend to drive the weight value to zero.86 The degree to
which deviations from this ideal behavior affect neural network training has been explored in detail by several papers.86–88 It is possible to
compensate for some device shortcomings—particularly low precision
and asymmetry—at the architecture level, as we will review in Sec. VII.
Mitigation strategies at the architecture and algorithm level have also
been proposed for the other non-idealities, which we will survey in
Sec. VIII.
2. Emerging non-volatile memories

FIG. 7. (a) For reliable and accurate inference, memory devices with low read noise
and small drift are desired. For reliable and accurate training, devices must have
both low read and write non-idealities. (b) The response of a memory device, with
and without non-idealities, to a sequence of identical positive update pulses, followed by a sequence of identical negative updates of the same magnitude.

leakage, ion migration, structural relaxation, or other mechanism,
should be absent or should occur over a sufﬁciently long timescale. An
auxiliary but nonetheless important side-effect of drift is read noise
that increases over time as a result of variability in the rates of drift.
Low conductance is also strongly desired to limit parasitic voltage
drops along the interconnects, thus enabling larger VMMs within a
crossbar.70 Cycle-to-cycle noise, inaccurate weight programming, and
drift can all accumulate to pose a serious challenge to the signal-tonoise ratio of VMM operations in large crossbar arrays. A recent resilience analysis of state-of-the-art convolutional neural networks—such
as AlexNet, VGG, and ResNets—demonstrates the varying degrees to
which these networks can tolerate weight and activation noise introduced by the physical hardware implementation during inference.71
To accelerate training, which involves more precise weight tuning, more analog conductance states are needed; this requires devices
with small variability in both its read and write operations. The device
should have high endurance and low write latency so that it can be
trained reliably and efﬁciently over many examples in a large dataset
and should also have low write energy. Though the memory technologies considered in Table I can each be switched with picojoule write
energies, the write voltage and write current are also individually
important: a low write voltage is desired to minimize the CV2 energy
needed to charge the array, and a low write current helps reduce write
errors incurred due to array parasitic resistance.
To train accurately, the memory device should further have a
gradual and linear response to the programming pulses used to update
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Table I provides a coarse comparison of the non-volatile memory
technologies that are good candidates for analog synapses. We provide
a brief overview of these device options below.
Resistive RAM (ReRAM) is a popular choice for crossbar accelerators, as it is generally highly scalable (with a footprint that is potentially limited only by the metal pitch62), back-end-of-line compatible
and can have a continuously variable conductance, low write energy,
low write latency, and high endurance.6 ReRAM devices are twoterminal structures with a variable-conductance layer that is typically a
metal oxide. The conductance responds to electrical pulses either
through the formation and destruction of a conductive ﬁlament89,90 or
through the electric ﬁeld-driven migration of oxygen vacancies
through the oxide volume.91,92 Since these changes involve atomic displacements, ReRAM devices tend to suffer from high cycle-to-cycle
write noise, high device-to-device variability, relatively high read conductance, and random telegraph noise (RTN) in the stored weight
value due to electron trapping, which more strongly affects the highresistance state than the low-resistance state.14 Several works have considered scaling dense crosspoint ReRAM arrays to the third dimension
to extend the size of the neural network that can be mapped to the
array93–95 and to increase the number of synaptic bit slices to enable
greater weight precision.96
Phase change memory (PCM) uses the energy delivered by a current pulse to cause a phase transition of a chalcogenide glass from a
high-resistance amorphous phase to a low-resistance crystalline phase.
Different regions of the device volume can be locally amorphous or
crystalline, enabling many intermediate conductance levels. However,
while gradual resistance reductions have been demonstrated (SET),
increasing the resistance (RESET) requires melting and quenching the
entire volume of material and is therefore abrupt6—this shortcoming
can be mitigated at the array level, as we will discuss in Sec. VII.
Compared to ReRAM, PCM devices require a larger programming
current76 and are susceptible to drift due to structural relaxation, particularly in the amorphous phase.97
Electrochemical devices have recently been demonstrated, which
implement highly linear and symmetric synapses with a large number
of ﬁnely spaced states, which are ideal properties for training.81,98 By
applying voltage pulses of the appropriate polarity to the gate of a
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TABLE I. Comparison of presently available non-volatile analog memory technologies.

Resistive RAM Phase change memory Floating gate/charge trap memory Redox transistor Ferroelectric FET
Maximum resistance
Device area73
Endurancea
Programmable resolutionb
Write current
Write speed
Update stochasticity
Update linearity
Symmetric update?

1 MX
4F2
12
10 cycles75
8 bits77
1 lA [83]
ns
High
Poor
No

1 MX
4F2
12
10 cycles76
5 bits78
100 lA [76]
ns
High
Poor
No

1 GX
4–10F2
105 cycles
7 bits79,80
1 pAc [84]
ms
Low
Moderate
Variabled

10 MX [70,72]
Large
>109 cycles72
9 bits81
10 nA [72]
ms,70 ls [72]
Low
Good
Yes

1 GX
4F274
9
10 cycles74
5 bits82
…
ns
Moderate
Poor
No

a
These values indicate the number of digital write-erase cycles between the maximum and minimum conductance states. Analog synaptic updates can be much smaller, potentially
leading to higher endurance and lower write latency/energy for neuromorphic applications.
b
The values correspond to state-of-the-art programming precision in single devices, which may require the use of iterative write-verify schemes. Achieving the same resolution for
every device in an array is more challenging.
c
Refers to programming by Fowler–Nordheim tunneling, which uses very low current but a relatively high voltage (10 V).
d
The gate bias can be used to control whether the nonlinearity is asymmetric or close to symmetric.85

redox transistor structure, mobile ions can be injected or removed
from the channel, modulating its carrier density and hence its conductance. Low channel conductance (100 nS) and sub-microsecond write
times have recently been demonstrated in redox transistors integrated
with a ReRAM selector to enable long state retention.72 A remaining
challenge with these devices is the difﬁculty of co-integration with
CMOS technology due to the added fabrication complexity and the
temperature incompatibility of polymer device processing with backend-of-line forming anneal steps.99 In spite of this, their promising
electrical properties may pave the way toward modiﬁed fabrication
steps to deal with these limitations or novel polymer and ionic blends
that can accommodate modern CMOS process ﬂows.
A non-volatile memory with some similarities to ﬂash memory is
the ferroelectric ﬁeld-effect transistor (FeFET), which allows
threshold-voltage programming by integrating a ferroelectric layer
within the MOS gate stack. The degree of electric polarization of the
ferroelectric layer can be controlled using the electric ﬁeld, provided
by short voltage pulses with very small current. While a symmetric
update response with multiple conductance states has been demonstrated, training is complicated by the fact that different ferroelectric
domains within the layer require different switching voltages, which
necessitates a more complicated write scheme with variable-amplitude
or variable-length pulses.82,100 FeFETs are potentially more attractive
as VMM engines for inference101,102 but may be practically limited in
this case by their comparatively short retention, which arises from
charge leakage through the gate and the presence of a parasitic depolarization ﬁeld.103
Magnetic tunnel junction (MTJ) based memories, including
spin-transfer torque magnetic random access memory (STT-MRAM),
are well suited for storage due to their high density, high endurance,
low write energy, and fast write speeds. However, because STTMRAM traditionally holds only two magnetoresistance states, it can
be used only as a digital or binary synapse rather than an analog one.
More recently, multi-level storage has been demonstrated in magnetic
devices that use spin-transfer torque to modulate the position of a
magnetic domain wall, which can then be read out electrically using
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an MTJ.104 The challenge remains, however, of a low magnetoresistance on/off ratio, which reduces the effective bit resolution in the
presence of noise.
3. Floating-gate and charge-trap memory

The ﬂoating-gate transistor108 and the closely related charge-trap
memory,109 which are the basis for commercial ﬂash memory, are also
attractive options for neuromorphic computing owing to their mature
fabrication technology. In these devices, the analog synaptic weight is
stored as charge that resides on an electrically isolated internal electrode or within trap states in an insulator. The charge is added or
removed via Fowler–Nordheim tunneling or hot-electron injection
through the surrounding oxide. Their advantages lie in their low variability, multiple bits per cell, and their access to a subthreshold regime
of operation with very low conductance, which enables scaling to
larger crossbars. However, for in situ training, a signiﬁcant drawback
lies in the large voltage (for tunneling), large current (for hot-electron
injection), and long write times incurred by the programming pulses.
There are several options for integrating ﬂoating-gate devices in a
dense array for VMM acceleration, which we summarize below.
Floating-gate devices can be integrated into a crossbar much like
two-terminal variable resistors as shown in Fig. 8(a), with the input
voltage applied across the source and drain terminals to execute a
VMM through Ohm’s law.85,110,111 This conﬁguration allows the
device to be operated in various regimes of operation—subthreshold,
triode, or saturation—depending on the gate voltage applied during
read. In training accelerators, this scheme is also compatible with the
parallel outer product update, which we describe in Sec. VII.85
Alternatively, by operating the transistors as programmable current mirrors as shown in Fig. 8(b), the inputs to a VMM can be
applied via the gate terminal.105,112–114 In the subthreshold regime, the
weight can be implemented as a scaling factor between two currents,
rather than through Ohm’s law,


Iij
Vfg;ij  Vfg;ref
;
(6)
Wij ¼ ¼ exp j
Ii
kT=q
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across both the rows and columns. The temperature dependence in
Eq. (6) can be compensated using external circuitry.105,113 The gatecoupled ﬂoating-gate conﬁguration has been used to demonstrate
moderately large crossbar inference systems for MNIST image classiﬁcation.106,115 The one-transistor-per-cell conﬁguration has also been
shown to be programmable with minimal write disturb to neighboring
cells,80 potentially enabling training in a dense array.116
Three-dimensional NAND ﬂash, used for high-volume data storage, can also be used for in-memory VMM computation with large
neural network models. In such an architecture, ﬂoating-gate devices
are serially connected in vertical pillars, and VMMs can be executed
one 2D slice at a time. To avoid undesired sneak paths, the devices in
the other layers are left unselected by an appropriate voltage biasing
scheme.110,111,117 Compared to a standard 2D array, each 2D slice
within a 3D array must contend with greater disturbance from parasitic resistances and capacitances.
4. VMM with volatile capacitive memories

FIG. 8. VMM using a 1T array of ﬂoating-gate devices operated (a) as programmable resistors85 and (b) as gate-coupled programmable current mirrors.105 In the latter case, a voltage input must ﬁrst be converted into a current; fully current-mode
operation can also be used.106,107 The ﬂoating gate voltage on the row drivers is
set to a uniform reference, Vfg;ref .

where Iij is the drain current through the ﬂoating-gate synapse, Ii is the
input current on row i that is injected through a reference transistor,
Vfg is the voltage on the ﬂoating gate, j is the gate efﬁciency, T is the
temperature, k is the Boltzmann constant, and q is the electron charge.
The transmission of a gate voltage across the rows requires a minimal
amount of input current, reducing the susceptibility of the input signal
to parasitic voltage drops, but the device drain currents must still ﬂow

Appl. Phys. Rev. 7, 031301 (2020); doi: 10.1063/1.5143815
Published under license by AIP Publishing

Some early analog accelerators proposed crossbar-based parallel
VMMs using volatile capacitive memories. For instance, Ref. 118
stores a 6-bit analog weight in the charge on a capacitor, whose product with a 3-bit input is computed with a multiplying digital-to-analog
converter (MDAC) circuit; the currents are then summed using
Kirchhoff’s law. In Ref. 119, the weights are stored in binary DRAM
cells. When a binary input signal is applied to a row, charge is transferred from each cell to a MOS capacitor whose gate is connected to a
column line. The total amount of transferred charge among the devices
in a column can be capacitively sensed as a voltage change on the column line, which is digitized by an ADC. All rows can be activated
simultaneously to realize a parallel VMM. Afterwards, the charge can
be returned to the DRAM cell to restore the weight. To perform higher
precision computations, this work proposed bit slicing of both the
inputs and the weights, as we will deﬁne in Secs. V and VI, respectively.
References 120 and 121 also store an analog weight as the charge
on a trench capacitor, which in turn controls the resistance of a readout CMOS transistor operated in triode mode. The scheme requires
several additional transistors per unit cell to charge and discharge the
capacitor, offsetting the area efﬁciency of the crossbar. In general,
accelerators based on volatile memories suffer from low retention and
potentially require charge refresh circuits at the array crosspoints, leading to high footprint.118 This makes them impractical or expensive for
inference and greatly constrains their use as training accelerators.
Some of the more recent mixed-signal accelerators fully or partially execute the VMM in the analog domain using capacitive circuits
but do not employ the concept of a computational memory crossbar.
Ref. 122 uses strictly binary inputs and weights, which allows compact
efﬁcient multiplications in the digital domain but computes the sum of
these binary products using an array of switched capacitors rather
than a digital adder tree. In Ref. 123, switched capacitors integrated
into a successive-approximation-register (SAR) ADC perform the analog VMMs, achieving a high energy efﬁciency of 13 fJ per multiplication using 3-bit weights and 6-bit activations.
B. Access devices
To ensure that the conductance states of the memory elements
remain truly non-volatile during programming, the crossbar in Fig. 5
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input as a voltage on a high-impedance access gate (i.e., on the select
line in Fig. 9), the signal can remain free from distortion caused by
parasitic resistance. The nonlinear characteristic of the transistor
implies, however, that this voltage can practically only be binary (bias
on or off). To communicate values with multiple bits of precision, the
input can be transmitted one bit at a time to the array, or the input
value can be encoded in the width of the input pulse, which modulates
how long the access transistor remains turned on. We will review both
of these approaches in Sec. V.
C. Limitations on crossbar size
For neuromorphic accelerators, an important architectural question is: what is the largest realistic memory crossbar that can be used?
The numerical answer depends on the memory and access devices
that make up the crossbar and is in general determined by two principal considerations:

FIG. 9. Resistive crossbar with one access transistor per cell (1T1R). To select a
device, its select line (SL, blue) is raised to a high voltage and its bitline (BL) is
held to a low voltage.

is typically augmented with access devices (Fig. 9), as required in
arrays used for storage-class memory. These devices are characterized
by a highly nonlinear I–V relationship and serve as a barrier to current
conduction when the applied voltage is low but are transparent when
the voltage exceeds a threshold. Their primary purpose is to ensure
that when both the wordline and bitline (row and column) corresponding to a selected device are activated during write, the other devices in the array see a voltage that is below the threshold of the access
device and pass only a minimal current—this is particularly important
for half-selected devices, which share a row or column with the
selected device. Failure to suppress current ﬂow in these devices can
lead to a disturbance of the stored state. Leakage currents accumulated
over the array can also dissipate signiﬁcant power and cause voltage
drops across the rows and columns that can lead to programming
errors. The access device is typically a CMOS transistor, though highly
nonlinear ReRAM devices have also been engineered to provide fast,
accurate select operations.124,125 We refer to Ref. 126 for a review of
access device design considerations and available technologies.
3The access device converts the passive crossbars based on resistive
two-terminal devices into 1T1R (1 transistor, 1 resistor) arrays, with a
third terminal to control the access device during writes. Some conﬁgurations based on three-terminal devices, such as the ﬂoating-gate transistors discussed previously, may be less sensitive to write disturb85 or may
not need any additional access devices if the biasing scheme during programming can be optimized.80 A passive 12  12 ReRAM crossbar has
been experimentally demonstrated, which leverages the I–V nonlinearity
of the memory device itself to avoid the use of access devices.127
However, this approach would add to the already long list of requirements that the memory devices must meet, and the level of nonlinearity
in the device is likely insufﬁcient for crossbars of larger size.
Access transistors can also be used to more efﬁciently pass VMM
inputs to the memory elements during inference. By applying the
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(1) Parasitic resistances in the crossbar: in large crossbars, the resistive voltage drop across one full row or column can be signiﬁcant. This effectively reduces both the ﬁdelity of the input
signal seen at the array element and the ﬁdelity of the weight
value seen at the output, and this effect is nonuniform across
the array. It is possible to partially compensate for this effect
using strategies like nonlinear weight mapping, which we will
discuss in Sec. VIII. However, at some point, compensation
becomes impossible without increasing the input voltage; this
sets a limit on the crossbar size and strongly prioritizes nonvolatile synaptic devices with intrinsically lower conductances
to enable larger arrays.
(2) The on/off ratio of access devices: if this ratio is insufﬁcient, then
the crossbar suffers from large power dissipation during programming and potentially also from write disturb. A reasonable
limit on crossbar size is the point when the total leakage in all
the unselected and half-selected devices matches the current
ﬂowing through the selected device. For example, with an On/
Off ratio of 106, the limit on crossbar size is roughly 1000 
1000.126
Other considerations may become important limiters of crossbar
size by degrading the accuracy of the neural network. For example, the
effects of device-to-device variability and noise on the VMM result
generally increase with the number of rows or columns.88 For emerging memory devices, yield is also a practical concern. Many of the
experimental demonstrations of fabricated crossbars127–132 have not
been large enough to be severely constrained by these issues. To date,
inference on the MNIST task has been demonstrated on several largescale crossbars: a 512  1024 binary ReRAM array,133 a 500  661
PCM array,134 and a 785  128 ﬂoating-gate array.115
V. PERIPHERAL CIRCUITS IN ANALOG ACCELERATORS
The peripheral circuits accompanying the memory crossbar typically comprise a large share of the energy consumption and area of an
analog neuromorphic accelerator, and in many cases, they also dominate the latency.62,68 Of these components, the process of converting
between analog and digital signals typically carries the largest energy
overhead. Since the analog accelerator interfaces with a digital processor at its input and output, these conversion steps are always necessary
at the edges of the system (unless the input is received in the analog
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domain directly from a sensor, as in Ref. 135). Communication
between crossbars, however, can be carried out in the analog or digital
domain.
A. Analog vs digital routing
Most architectures opt for digital routing between crossbars, as it
allows the use of dense and efﬁcient on-chip digital interconnection
networks138 and because analog signals are prone to degradation by
noise and distortion. As a case study, HP’s Dot Product Engine
(128  128 crossbar) was evaluated in simulation using both analog
routing—with buffers and repeaters—and digital routing, which interfaces with the crossbars via ADCs and DACs.65 The authors found
that accuracy on the MNIST task degraded more strongly with analog
routing compared to digital routing with just four bits of resolution in
the ADCs/DACs. In the analog approach, errors in the memory array
due to noise, nonlinearity, and variability accumulate from layer to
layer, whereas the quantization step in the ADC effectively limits the
propagation of these errors between layers. In RENO, the authors take
advantage of the short distance between crossbars ( 0.5 mm) to
transmit data in analog form though a network of analog sample and
hold (S&H) buffers and switches.139,140 Accounting for circuit noise
and device process variations, they simulate a classiﬁcation accuracy
loss of several percent for a few small tasks (using one to two hidden
layers) relative to a comparable system with fully digital processing
and routing. The higher accuracy of the digital approach came at the
cost of a lower energy efﬁciency and higher latency.139
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Some papers circumvent the need for an ADC by representing
data as a pulse with ﬁxed amplitude but variable duration.137,141 By
encoding the signal in the time domain, this approach provides some
immunity to noise and distortion that primarily affects the signal
amplitude. We will look more closely at this scheme in Sec. V B 2.
B. Driving the crossbar inputs
One of the primary differentiators between analog architectures
is the way in which they represent the input signals to a VMM operation in order to drive the rows of a memory crossbar. We review several categories of input representations below.
1. Analog voltage levels

The most conceptually direct way of implementing the VMM in
Eq. (5) is to encode an element xi of the input in the amplitude of a
voltage signal Vi, as shown in Fig. 10(a).65,129,136 For an input with Bin
bits of precision, this method requires a Bin -bit DAC to supply the 2Bin
possible analog voltage levels to a crossbar row or a ðBin  1Þ-bit DAC
if one of the bits determines the sign of the voltage pulse. The advantage of this method is that the full VMM can be completed in a single
crossbar read operation, and the latency does not scale with the precision of the input. However, the area and energy consumption of the
DAC could scale exponentially with Bin . While the overhead of a single
DAC scales similarly to that of an ADC, the DACs cannot be shared
across the inputs (which must be driven simultaneously) in the same

FIG. 10. Four different schemes for representing the crossbar input signal and the associated peripheral circuitry in the signal path: (a) voltage amplitude encoding,65,136 (b)
analog temporal encoding,134,137 (c) digital temporal encoding,62 and (d) input bit slicing.12,68 The transimpedance ampliﬁer (TIA) can be replaced by a different current-to-voltage converter, such as a sample-and-hold circuit.
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way that a high-precision ADC can be shared or multiplexed over the
outputs (as we discuss in Sec. V C). The output currents on the columns can be converted into a voltage using a transimpedance ampliﬁer (TIA),65 a sample-and-hold or integrator circuit, or with similar
compact sensing circuitry.142,143 The analog voltage output is then
converted to a digital signal using an ADC and then transmitted to the
next stage.
A signiﬁcant drawback of this approach is the need for the memory
elements to behave as ideal resistors with a highly linear I–V curve over
the range of possible Vi values; without this, the VMM is distorted and
becomes a nonlinear operation.6 Imposing I–V linearity on the already
long list of device requirements for the non-volatile memory element
introduces a device/material engineering challenge, which can be circumvented by adopting one of the alternative input representations below.
2. Analog temporal encoding

To eliminate the requirement of I–V linearity, each row can be
driven with a pulse having ﬁxed amplitude (6V0 ) but variable duration,134 as shown in Fig. 10(b). The input xi is encoded in the pulse
duration Ti, converting the resistive crossbar VMM equation to
Ij ¼ V0

N
r 1
X

Si Gij Ti ;

(7)

i¼0

where Si ¼ 61 is the sign of the pulse. If the pulse is strictly positive,
it can be applied to the gate of an access transistor in series with the
synaptic memory device. To implement both positive and negative
inputs, a set of switches on each row can be used to connect the unit
cells to a voltage of the desired polarity.144 The input can also be
applied directly to the gates of a ﬂoating-gate synapse cell, requiring
four devices per synapse to implement both real-valued inputs and
real-valued weights.105,112,137
Aside from the relaxed requirement on device I–V linearity, a beneﬁt of the temporal approach is that it encodes the activation data in a
non-digital form that is insensitive to voltage drops incurred in communication between arrays, therefore bypassing the conventional analog-todigital conversion step and potentially requiring no DAC at the input.
However, the information remains susceptible to distortion of the pulse
shape. This approach still requires precisely timed ADC-like circuitry to
convert the voltage- or current-encoded VMM outputs from the crossbar into temporally coded signals. Since these circuits have ﬁnite temporal resolution, the pulse duration (and thus the VMM latency) scales
exponentially with the effective number of input bits represented. If any
intermediate digital processing must occur between arrays, the temporal
signal must ﬁrst be converted to a digital signal by an ADC.
In Refs. 141 and 145, the crossbar outputs are converted into
temporal signals by continuously comparing the column voltages to a
linearly ramped voltage signal: this has a similar overhead to a
column-parallel ramp ADC. In Refs. 137 and 146, the conversion is
performed using a two-phase approach. The summed current on each
column, which represents the dot product, is ﬁrst integrated onto a
capacitor. In the second phase, charge is steadily added onto the capacitor over an interval T. When the capacitor voltage crosses a threshold,
the output pulse is triggered, which falls at the end of this interval: the
greater the charge accumulated during the ﬁrst phase, the longer the
pulse duration in the second phase. This functionality is somewhat
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reminiscent of a dual-slope ramp ADC147 but without the overhead of
a digital counter.
3. Digital temporal encoding

A variation of the temporal encoding approach maintains a digital output, allowing for digital processing and signal routing between
arrays, and encodes the signal in the time domain only within the
crossbar computational core. At the input of an array, a digital logic
circuit can be used to convert an incoming digital signal into a voltage
pulse train, with one pulse per input bit.62 For each bit position b, the
pulse has a duration proportional to 2b , as shown in Fig. 10(c), and the
entire pulse train can be made negative to implement negative inputs.
The column currents produced by this pulse train are accumulated on
an integrating capacitor and then digitized by an ADC. To maintain a
ﬁxed potential on the column line independent of the accumulated
charge, Ref. 62 uses a current conveyor integrator that provides a virtual ground at its input. In this approach, the ADC only needs to be
run once for all the input bits.
In both the temporal encoding schemes, the length of the temporal
signal scales exponentially with the number of bits, making the approach
prohibitively slow when using high-precision inputs. However, if the
ADC delay is comparable or longer and VMM operations can be run in
batch (e.g., in convolutional layers), the crossbar read latency can be hidden by pipelining the analog VMM and ADC stages.68
4. Input bit slicing

To avoid the use of analog voltages while maintaining a read
latency that is linear with the input resolution, a digital input xi can be
passed one bit at a time into the crossbar using binary voltage pulses
of ﬁxed length. This scheme is shown in Fig. 10(d). The output of the
VMM with input bit slicing is found by
!
BX
N
in 1
r 1
X
ðbÞ
b
2
Gij Vi
Yj ¼
;
(8)
b¼0

i¼0

ðbÞ
Vi

2 f0; V0 g is the binary voltage pulse amplitude correwhere
sponding to the bth bit of the input xi. This VMM operation requires
Bin sequential crossbar read iterations (inner sum), each of which
requires an ADC step. If bits are presented from the lowest to the highest signiﬁcance, the exponential in Eq. (7) can be implemented by
shifting the digitized crossbar output one position to the right prior to
adding the output for the next bit. Thus, the exponentially weighted
outer sum can be implemented using a digital shift-and-add circuit at
the periphery of the crossbar.12,68
An advantage of this approach is that the 1-bit input signal does
not require a sophisticated DAC and in some cases can simply be
applied to the gate of a transistor that enables or disables current ﬂow
on the entire row.12 Positive and negative inputs can be realized without
requiring a third voltage level by using a two’s complement digital representation.68 Additionally, the binary resolution of the input reduces the
required ADC resolution, as we will quantify in Sec. VI A.12,68
The recently proposed successive integration and rescaling (SIR)
scheme, shown in Fig. 11, performs the outer sum in Eq. (7) in the analog domain, which enables input bit slicing without having to run the
ADC on every iteration.146 In SIR, the column currents for the bth input
bit are ﬁrst integrated onto a capacitor as an analog sum of charge; the

7, 031301-13

Applied Physics Reviews

FIG. 11. The successive integration and rescaling scheme for implementing shiftand-add operations in the analog domain. (a) After the currents are integrated on
capacitor CI, it is connected to capacitor CD, which halves the total accumulated
charge on CI. (b) Timing diagram of a 4-bit VMM. After integrating the ﬁnal bit, the
voltage output is encoded as a pulse length using the two-phase conversion
scheme described in Sec. V B. Reproduced with permission from Bavandpour
et al., IEEE Trans. Very Large Scale Integr. (VLSI) Syst. 28, 823 (2020). Copyright
2019 IEEE.146

change in the capacitor voltage is proportional to the dot product carried out on that input bit. After the integration is complete, a switch
connects the capacitor in parallel with a second identical capacitor. The
charge redistribution then reduces the voltage on the integrating capacitor by a factor of two. The capacitors are then disconnected, and the
rows are driven by the next input bit. In this way, the integrating capacitors store the intermediate results of the bit-sliced VMM, and ideally,
the capacitance does not need to scale with the desired bits of precision.
By performing analog shift-and-add operations, the SIR technique uses
the ADC only once for all the input bits. Since the column outputs now
carry more precision, a higher-resolution ADC is required to maintain
the same precision achieved by a sequence of digital shift-and-add steps.
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area, though its slow speed means that it must be separately provided
to every column.149 A more detailed comparison of the scaling properties of ADCs, not explicitly tied to crossbar applications, can be found
in Ref. 150.
In a ramp ADC, the analog signal is compared to a linearly
increasing reference voltage that is produced by a ramp generator
circuit.147 The transition in the comparator output is detected and
triggers the value of a digital counter to be written to a register,
which stores the digital output. The long ramp time, which scales
as 2B , makes this type of ADC too slow for some applications, such
as sampling a fast waveform. However, the ramp ADC is uniquely
suited to the massively parallel comparisons needed for the neuromorphic crossbar. The entire array can share a single ramp generator and digital a counter, and only a separate comparator and a
register need to be provided to the individual columns,62 as shown
in Fig. 12(a). Therefore, the latency scales as Oð2B Þ and does not
increase with the number of columns. The energy cost is dominated by the comparators: if their power consumption is constant
during the ramp time, then the total ADC energy consumption for
a VMM scales as OðNc 2B Þ.
A SAR ADC uses a B-bit DAC to generate the reference voltages to which the input is compared. An internal logic circuit executes a binary search algorithm to ﬁnd the correct digital output
within B comparisons.151 Due to its large area,152 a single SAR
ADC is typically shared by all the crossbar columns via time multiplexing,68,153 as shown in Fig. 12(b). The latency of this approach
thus scales as OðBNc Þ. The power consumption and area of a SAR
ADC, which uses a capacitive DAC, scale exponentially with the
number of bits,154 though the area scaling might be more favorable
with a ﬂoating-gate DAC.150 The total energy consumption by the
SAR ADC for a single VMM step therefore scales as OðBNc 2B Þ,
though the constant prefactor may differ dramatically from that
for the ramp ADC. In general, the desired resolution and the number of columns will determine which of the two architectures is
faster and/or more energy efﬁcient.

C. Analog-to-digital converters
Since the crossbar executes its computation on analog signals,
most accelerators require the conversion of the VMM output into a
digital form that can be transmitted to the next layer of the neural network or to a host CPU. In accelerators that maintain modest to high
precision in the activation values, the ADC can easily dominate the
energy consumption, area, and latency of the accelerator. The ADC
architecture and its resolution B must therefore be chosen carefully to
preserve the intrinsic gains of using the memory crossbar for neuromorphic computations. We will discuss the optimal choice for ADC
resolution in Sec. VI A. Here, we review the two types of ADCs most
commonly used by crossbar accelerators: the ramp ADC, as used in
Ref. 62 and PRIME,136 and the SAR ADC, as used in ISAAC,68
PUMA,148 and the memristive Boltzmann machine.12 For small resolutions, a high-speed ﬂash ADC has also been used.119,139 The deltasigma ADC is another option for high precision in a relatively small
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FIG. 12. Analog-to-digital conversion of the crossbar VMM outputs, using (a) a parallelized ramp ADC and (b) a time-shared SAR ADC.
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D. The neuron function
The neuron activation function f is necessary for both inference
and training but does not beneﬁt directly from the energy efﬁciency,
density, or computational parallelism of the memory crossbar. It is
therefore realized separately using an analog or digital functional unit.
In analog, the neuron is ideally implemented within the functionality
of the already existing peripheral circuits such as the ADC—otherwise,
the neuron circuit should be compact, low-energy, and fast. Likewise,
in the digital domain, the neuron logic should be sized so that it neither takes up too much area nor limits the system’s throughput.
Digital implementations of nonlinear functions such as the sigmoid or hyperbolic tangent typically store the function values12 or a
piecewise approximation of the function46 in a lookup table. The larger
the lookup table, which is usually implemented in SRAM, the greater
its area and energy cost. For the ReLU function, typically used in
CNNs, the logic block can simply check the sign bit of the input to
multiplex between the input value and zero.136,156 Since these nonlinear functions are applied identically to many input values, they can be
executed in parallel using single-instruction multiple-data (SIMD) vector instructions. Wider instructions, however, come at the cost of a
larger neuron functional unit. The PUMA architecture uses smaller
functional units to execute the equivalent wide instruction over several
cycles: this compromise offsets the parallelism of SIMD but still
reduces the overhead of instruction fetch and decode.148
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Reference 155 points out that implementing a transcendental
function such as the sigmoid or tanh in the digital domain with full
software-equivalent accuracy may require a higher ADC resolution
than the number of output bits from the activation function. The issue
can be seen in Fig. 13(a)—when a nonlinear function f is mapped onto
a discretized version of the analog outputs from the crossbar, there is
an inherent problem with undersampling in the steeper regions of f
and oversampling in the ﬂatter regions. Thus, for the same ADC resolution, there may be a slight advantage in precision by implementing
these functions in the analog domain. However, the neural network
accuracy loss resulting from the over/undersampling issue has not
been quantiﬁed.
The neuron activation can be implemented using the analog
peripheral circuitry of the crossbar, with the notable caveat that these
methods are incompatible with input and synaptic bit slicing, since the
function f is applied on the full-precision result of the VMM. The
ReLU (and bounded ReLU) function can be integrated within an ADC
simply by setting the appropriate upper and lower bounds on the
input range.118 A binary threshold activation function, as used in
binary neural networks, can be realized at no additional overhead
using column comparators and a reference voltage.157,158
The sigmoid and tanh functions are more complicated to accurately realize in the analog domain but can be implemented using an
ADC with nonlinear quantization: equal changes in the output

FIG. 13. Mixed-signal integration of a nonlinear activation function with an ADC. (a) The function is ﬁrst coarsely mapped onto a nonlinear ADC, and then, (b) a linear ADC
interpolates within the selected input voltage range of the nonlinear ADC. (c) Lookup table implementation of the nonlinear ADC, which yields the most signiﬁcant bits of the
output, and (d) interval detection circuitry and linear ADC, which yield the least signiﬁcant bits. Reproduced with permission from Giordano et al., IEEE J. Emerging Sel. Top.
Circuits Syst. 9, 367–376 (2019). Copyright 2019 IEEE.155
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correspond to unequal spacing in the input voltages.159 To mitigate
the over/undersampling issue above, Ref. 155 splits the ADC/neuron
overhead across two circuits: the neuron function is ﬁrst coarsely sampled using a reconﬁgurable nonlinear ADC, and then, a piecewiselinear approximation of the neuron function is more ﬁnely sampled
using a linear ADC. Their scheme is shown in Fig. 13. The nonlinear
ADC returns the most signiﬁcant bits (MSBs) of the output, and the
input range corresponding to these MSBs is used as the range for the
linear ADC, which returns the least signiﬁcant bits (LSBs).
Alternatively, dedicated analog circuits have been proposed, which
approximately implement the sigmoid function using the transfer
function of a low-gain comparator160 and a more compact sixtransistor circuit.161
VI. ARCHITECTURES FOR INFERENCE
Due to the highly demanding device and circuit requirements for
accurate neural network training, the acceleration of inference is a
nearer-term application for analog neuromorphic accelerators. In this
use case, the neural network is ﬁrst trained externally (e.g., using processors on the cloud), and the trained weights are subsequently loaded
onto edge devices to perform inference on new examples. For nonvolatile memory based accelerators, this means programming all the
devices once, possibly followed by occasional re-programming to
update the network weights or to combat component failures and
drift. In this section, we review the main architectural considerations
that govern the design of an analog inference accelerator.
Often, it is desirable in analog accelerators to reproduce the neural network inference accuracy that would have been achieved by an
equivalent digital computation at a given level of data precision. This
choice, which we will call the full precision assumption (and sometimes also called “software-equivalent” accuracy), can be realized by
meeting three criteria: (1) the weights are reliably stored at full precision by the memory elements, (2) the ADC resolution matches the resolution of a digital VMM, and (3) the voltage corresponding to the
least signiﬁcant bit lies above the noise ﬂoor. The third requirement
can be met by appropriately setting the ADC range and integrating the
column currents for long enough to obtain an acceptable signal-tonoise ratio.63 The ﬁrst requirement is met by providing devices with
sufﬁciently high programmable resolution or, if not available, by slicing the bits of a weight value across multiple memory devices—we will
discuss this technique in Sec. VI A. The ADC resolution will be considered in Sec. VI B.
Some architectures forego the full precision assumption to
achieve better energy efﬁciency or smaller area. This option may be
preferable at low to moderate activation precision (e.g., eight bits or
less) and a weight precision that is well matched to the effective programmable precision of the individual devices. The main advantage of
this approach is the elimination of the computational and data movement overhead—in the form of energy, area, and latency—associated
with synaptic and/or input bit slicing and the subsequent reconstruction of the VMM result.
A. Synaptic bit slicing
A limitation of non-volatile memory devices is the number of
distinguishable conductance levels that are available to represent a synaptic weight. For inference, the required amount of precision in the
weights is generally smaller than that needed for training. The Google
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TPU, for instance, performs large-scale inference tasks using 8-bit
weights.22 It has been shown that image recognition is possible with
even deeper quantization of the weights,27 down to a single bit,28,29 but
with a possible loss of several percent points in inference accuracy.
Thus, for general-purpose inference accelerators, at least eight bits of
weight precision would appear to be a good target for high accuracy.
Reference 71 evaluates the resilience of a number of state-of-the-art
CNNs to low-precision weights and noisy activations during inference.
By comparison, how much precision can be expected in the programmed state of a non-volatile memory device? For state-of-the-art
ReRAM, the resistance has been programmed to 0.5% accuracy in a
4  4 array,77 though the accuracy is lower when writing a 128  64
array.129 Similarly, for ﬂoating-gate transistors, the state-of-the-art
programming accuracy for the drain current is about 1% over multiple
orders of magnitude.79,80 These results correspond to 7–8 bits of
weight precision and are obtained using a write-verify scheme: after
every write pulse, the conductance of the device is monitored, and this
is used to adjust the polarity of the next write pulse, and so on until
the correct weight value is obtained to the desired precision.64,77 To
speed up programming, variable-amplitude pulses are often used to
provide both coarse and ﬁne tuning of the weight value.77,162 While
the write-verify process is potentially energy-intensive and timeconsuming, its cost is amortized over the useful lifetime of the neural
network or over the time between scheduled model updates, depending on the application and the retention properties of the memory
elements.
Therefore, eight-bit weight precision remains at the upper limit
of what can be realistically achieved today using a single non-volatile
memory device. To enable full-precision computation (including
ﬂoating-point precision163) with limited-precision memory elements,
many architectures employ synaptic bit slicing. Similar to bit slicing of
the input activations, as discussed in Sec. V B, the Bw bits of a synaptic
~ W ¼ Bw =Nw bits each,
weight can be segmented into Nw slices with B
chosen so that an analog memory element can reliably store the bits
within a slice. The devices corresponding to different bit slices of the
same weight are spatially partitioned onto different columns on the
same row of a single crossbar12,68,136,143,164 as shown in Fig. 14 or onto
different crossbars.153 Bit slicing allows less ideal memory devices to
be used, reduces the required ADC resolution, and offers greater protection against the effects of noise and process variations. The number
of slices is chosen based on these considerations and based on the area
overhead, which is signiﬁcant: different accelerators have implemented
a single weight (of varying precision) using two,136 eight,68 and 32
devices.12 When combined with bit slicing of the inputs, this has been
called an “internally analog, externally digital” approach to
VMM.119,143 The VMM equation is now expressed using two digital
summations and one analog summation,
!
BX
N
w 1
in 1 N
r 1
X
X
ðcÞ ðbÞ
bþc
2
Gij Vi
Yj ¼
;
(9)
b¼0

c¼0

i¼0

where b indexes the input bit and c indexes the weight bit slice. The
outermost sum corresponds to summing over the input bits, which are
streamed sequentially in time, and the middle sum composes the
results from weight bits sliced over multiple columns or crossbars.
Typically, the weight bit slices are aggregated ﬁrst, followed by the
input bit slices.
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FIG. 14. Column-wise synaptic bit slicing. Here, each weight (represented as an 8bit integer) is implemented by four 2-bit memory devices spread across four crossbar columns, and the results are aggregated using a shift-and-add reduction tree.

In the column-wise bit slicing approaches, the bits for a given
weight are spread out over several columns grouped together in a
stripe, as shown in Fig. 14. The sum over the bit slices is performed
using a shift-and-add reduction tree, which aligns the VMM output
bits collected from different columns and then computes the
sum.12,68,164 If the synaptic bits are sliced across different crossbars, the
output of each array contains more partial sums but fewer bits per
sum: the shift-and-add operations are applied to operands originating
from different arrays and can be integrated with the local communication fabric between crossbars.153 In both cases, to aggregate the VMM
results from the input bit slices streamed over time, further shift-andadd operations are applied to these sums, as shown in Fig. 10(d).
Some energy savings are possible by modifying the way that the
input and weight bits are sliced without requiring additional precision
in the memory elements. Newton153 uses Karatsuba’s divide-and-conquer algorithm to reduce the number of crossbar computations
needed: if both the weights and inputs are split into two slices, for
example, only three crossbar reads are needed with divide-and-conquer rather than four. This results in lower ADC usage but requires a
third crossbar to implement an extra set of multiplication operands,
which imposes a large area overhead. The algorithm can be applied
recursively, with compounding overhead. In the Newton architecture,
a single application resulted in 25% greater energy efﬁciency.
B. Reducing ADC overhead
In full precision architectures, the required ADC resolution must
account for the worst case: every input xi uses all Bin bits of input pre~ w bits of weight precision needed
cision, and every weight Wij uses all B
in a crossbar read. The maximum value of the dot product computed
on a column sets the required ADC resolution,68,119,136
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~ w þ d log2 Nr e
~w > 1
if Bin > 1; B
Bin þ B
~ w þ d log2 Nr e  1 otherwise:
Bin þ B

(10)

As we have seen, it can be costly in energy, latency, and area to
add a bit of precision to the ADC. To keep the needed ADC resolution
low, bit slicing of the inputs and of the weights can be used reduce the
~ w , respectively. While this reduces the VMM
operand widths Bin and B
overhead on a single bit slice, it does require repeating the same operation on all input and weight bit slices. At higher activation precision,
where the exponential scaling with resolution of the ADC overhead
dominates, this tends to be a favorable trade-off.
We note that where input or synaptic bit slicing is used, Eq. (10)
gives the ADC resolution needed to maintain full precision in the individual bit-sliced VMMs. Not all these output bits may be needed in
reconstructing the ﬁnal VMM result at the desired activation precision. After combining these intermediate VMM results via shift-andadds, several of the least and/or most signiﬁcant bits of the result are
discarded. The Newton architecture determines which of the output
bits from the individual bit-sliced VMMs contribute only to those bits
that are ultimately discarded and then uses this knowledge to separately reduce the ADC resolution on individual arrays. This is made
possible by an adaptive SAR ADC whose components can be gated off
when fewer comparisons are needed than the available bits in the
DAC.153 This approach reduces the energy overhead of the ADC but
not the area.
ADC resolution can also be reduced at a small energy and area
overhead by storing the weight values in a simple encoded manner on
the crossbar. In ISAAC, a column of weights is stored in a “ﬂipped”
 ¼ 2Bw  1  W) if the vector dot product with the maxiform (W
mum possible input x yields a 1 in the most signiﬁcant bit—this can
be determined statically and reduces the ADC resolution by one bit.68
In the case that the weights are sliced over 1-bit devices, Ref. 163 uses
computational inverse coding to further reduce the ADC resolution by
one bit: if a column of weights has more 1’s than 0’s, its inverse is
stored and an ‘inverted’ bit is used to decode the output. This method
works as long as the corner case is handled in which a column contains exactly as many 1’s as 0’s (by, for example, using an odd number
of rows).
In architectures that do not assume full precision, the resolution
and range of the ADCs must be carefully optimized to have the least
impact on neural network accuracy. In general, this optimization is
data-dependent: as a basic example, dot products involving signed
inputs and weights tend to have values that are clustered closer to zero
than those involving only positive values.63 The appropriate ADC resolution and range for each crossbar can be calibrated ofﬂine based on
training data.
When not computing at full precision, a further challenge arises
when composing the result of a large VMM whose MACs must be
split across multiple crossbars. If a single crossbar has an insufﬁcient
number of rows, partial sum outputs from different crossbars should
be added before any nonlinear function is applied. If this addition
occurs after the digitization step, as is typically done, care must be
taken that the crossbar outputs do not saturate the ADC: otherwise, a
nonlinearity may be introduced, which was not expected during training. Alternatively, to avoid the accuracy loss, the VMM splitting and
the resulting nonlinearity can be explicitly accounted for in the network topology during training (or re-training).165
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The overhead of the ADC circuitry can also be lowered without
sacriﬁcing the full precision assumption by using networks that are
trained to use binary weights166 and/or binary neurons.157,167–169 This
strategy effectively shifts the accuracy trade-off to the algorithm level
and can be beneﬁcial in some applications since binary neural networks
have been shown to reach inference accuracies that may be acceptably
close to those obtained using ﬂoating-point weights, as described in
Sec. II C. Using binary activations greatly reduces the ADC overhead,
and the use of binary weights reduces the number of memory devices
needed. Both schemes can improve tolerance to noise, low yield, and
variability in the device conductance values.167 When splitting a large
VMM across multiple crossbars, several bits of ADC resolution are still
needed for the accumulation of partial sums prior to applying the
binary activation function.157,168 While binary neural networks can
bring substantial area and energy beneﬁts to analog crossbar accelerators, we note that digital accelerators and PIM architectures can also
effectively exploit the reduced memory requirements and the greatly
simpliﬁed MAC operations (which reduce to XNOR and bit counting
steps) that are involved in processing these networks.170
C. Signed computation
Though device conductances Gij are strictly positive, several
approaches exist to handle both positive and negative synaptic weights
Wij that either require two crossbars per weight or are compatible with
a single crossbar per weight. In the most commonly used two-crossbar
implementation, a real-valued weight is realized using the difference of
two conductances,62,64,128,171
Ij ¼

N
r 1
X



Gþ
ij  Gij Vi :

(11)

i¼0

The current subtraction in the above equation can easily be implemented in the analog domain by applying the same voltage input with
a different polarity to the two memory elements and summing the
currents using Kirchhoff’s law,62 as shown in Fig. 15. This approach is
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compatible with synaptic bit slicing: a separate pair of devices would
be used for every bit slice.136,143 For crossbars that utilize devices with
unipolar input–output characteristics, such as ﬂoating-gate transistors,
four devices per weight may be needed to perform four-quadrant
multiplication.105,112,137
It is also possible to perform the subtraction in the digital
domain, after digitizing the results from both crossbars. However, this
approach requires twice the ADC usage. A further advantage of analog
subtraction is that it more efﬁciently exploits the fact that with realvalued weights, the value of the dot product—and thus the voltage on
the integrator or TIA—will on average be closer to zero. For accelerators that are not designed for full precision, this allows a signiﬁcant
reduction in the size of the integrating capacitor and the ADC range.62
A single-crossbar implementation of analog subtraction has also
been proposed, which adds a column of reference bias resistors (or
memristors) to the array, whose conductance Gb is effectively subtracted from the conductance of every device using an analog
inverter.172,173 While more area-efﬁcient than a two-crossbar implementation, this approach is more susceptible to errors arising from
variability, drift, or offset in the shared reference resistors and the analog inverter.62
Real-valued weights have been implemented within a single
crossbar using two digital approaches. If the devices in the crossbar are
binary, as in the memristive Boltzmann machine,12 then a real-valued
weight can be stored in a digital two’s complement representation
across the 1-bit memory devices. If the input is also bit sliced to a single bit, the resulting partial sums at the column outputs will be represented in two’s complement format after digitization. In the case of
inputs that are sliced to a single bit but multiple synaptic bits per
memory device, ISAAC68 stores the weights in a biased digital representation; after digitizing the column outputs, the bias is subtracted to
obtain the real-valued dot products. Similar to the analog bias column
scheme described above, this method requires an additional column
with uniform weights and suffers from the same variability issue,
though this is less likely to be problematic if the array elements store
low-precision bit slices (two bits in ISAAC).
D. Hierarchical organization

FIG. 15. A general scheme to represent positive and negative weights. When a
positive input pulse is sent to the left crossbar, a negative pulse of the same magnitude is sent to the right crossbar and vice versa, and a subtraction is performed by
Kirchhoff’s law.
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Much like digital accelerators, analog neuromorphic accelerators
that store and process large neural network layers can beneﬁt from
grouping the memory crossbars into clusters or tiles that can efﬁciently
share a set of resources. These shared resources might include local
memory to store activations (usually in the form of SRAM or embedded DRAM buffers,12,68,148,153 but in a few cases, ReRAM buffers have
been used136,156,174) neuron circuitry, shift-and-add reduction units, a
control unit, and a local communication network. Tiles may be further
grouped to perform higher-level reductions or to accommodate the
mapping of large neural network layers. A hierarchy with two to four
tiers is used, for example, in RENO,139 the memristive Boltzmann
machine,12 PRIME,136 ISAAC,68 Newton,153 and PUMA.148 A few
examples are shown in Fig. 16. Hierarchical groups of crossbar processing elements can operate independently and concurrently by, for
example, processing different input batches, different layers, different
partitions of a large VMM, or different sliding windows of a
convolution.
A neural network workload is typically mapped to hardware tiles
with the goal of maximizing input data reuse and thereby reducing
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FIG. 16. Organization of crossbar-based computational units in (a) the memristive Boltzmann machine, (b) PRIME, and (c) ISAAC. Reproduced with permission from Bojnordi
and Ipek, in Proceedings of IEEE International Symposium on High Performance Computer Architecture (HPCA) (2016). Copyright 2016 IEEE; Chi et al., in ACM/IEEE 43rd
Annual International Symposium on Computer Architecture (ISCA) (2016). Copyright 2016 IEEE; and Shaﬁee et al., in Proceedings of the 43rd International Symposium on
Computer Architecture (ISCA ’16) (2016). Copyright 2016 IEEE.12,68,136

buffer sizes and data movement: this is considered, for example, in
PUMA and Newton.148,153 In bit-sliced architectures, further area and
energy savings are possible by efﬁciently consolidating a set of crossbars whose outputs are aggregated or reduced by a summation operation, such as the bit slice sum in Eq. (9). For example, Newton’s tiles
are composed of several in situ multiply accumulate units (IMAs),
each of which is a collection of crossbars interconnected by an HTree
network with integrated shift-and-add circuitry, as shown in Fig. 17.
Partial sums from crossbars dedicated to adjacent bit slices are combined at a shared shift-and-add unit at a leaf of the HTree, while
results from distant bit slices are aggregated closer to the center. Thus,
the partial sums computed by the IMA can be fully supported by a
shared communication bus that is made progressively narrower at the
edges. While this structure constrains the IMA to map to a single
weight matrix, leading to reduced hardware utilization in some cases,
it enforces input sharing between crossbars and leads to a signiﬁcant
reduction in the local bus width. These beneﬁts translate to a reduced
IMA area and communication energy in comparison to more ﬂexible
systems that provide private input and output buses to individual
crossbars.

The 3D-aCortex accelerator, which does not use bit slicing, is a
notable example of a non-hierarchical architecture that capitalizes on
the advantages of a 3D-NAND ﬂash array.117 Each of the 64 2D planes
of the array contains a 32  16 grid of ﬂoating-gate crossbars, each of
which has dimensions of 64  128. At a given time step, a single plane
is selected and VMMs are executed on its crossbars, whose outputs are
encoded as pulse lengths (described in Sec. V B). Partial outputs from
multiple crossbars are temporally aggregated and digitized using digital counters, shared by all crossbars along a row of the grid, avoiding
the communication overhead of performing these reductions across
multiple levels of a hierarchy. The entire 3D array shares a global
memory and a column of peripheral circuits, increasing its storage
efﬁciency.
E. Convolutional neural network inference
acceleration
Forward propagation in MLPs involves potentially large weight
matrices and input activations, but data reuse is signiﬁcant only when
performing inference in large batches. Their processing is therefore

FIG. 17. The in situ multiply accumulate
(IMA) unit in Newton, which constrains
mapping to reduce the area. A 16-bit
weight matrix is sliced across eight crossbars containing 2-bit memory devices, and
outputs of adjacent crossbars are combined at a shared shift-and-add (S&A)
unit. This allows an HTree network within
the IMA that is narrower at the edges,
where the crossbars reside. This diagram
does not include the implementation of
Karatsuba’s algorithm. Adapted from Ref.
153.
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limited by memory bandwidth.22 In this case, analog computation
inside memory crossbars has a large intrinsic advantage since it eliminates the movement of weight data. CNNs, on the other hand, are
compute-bound due to the large number of sliding window operations
involved and the signiﬁcantly larger ratio of computations to weights.
They make less efﬁcient use of the fact that the VMMs are performed
in memory, as digital architectures can capitalize on the extensive data
reuse in these operations to amortize data access costs. For CNNs, the
primary advantage of analog accelerators over their digital counterparts must come from the intrinsic parallelism of the crossbar VMM
operation. Since the ADC tends to dominate array energy costs, the
energy efﬁciency of analog computation is best capitalized by convolutional layers with larger ﬁlter sizes and/or a large number of input
channels, both of which increase the number of rows in the crossbar
that share the same ADC.
In terms of the number of computations, CNNs are heavily
front-loaded: many more results are needed from the ﬁrst layer for
every result produced by a later layer. For an analog memory-based
accelerator, this can lead to long delays in the early layers and an
unbalanced utilization of the resources dedicated to each layer. To
address this, ISAAC replicates the weights in the early layers over
many physical crossbars, which execute in parallel.68 By exploiting the
fact that a convolutional layer only needs to partially ﬁnish its computation before the next layer can begin, the ISAAC pipeline increases
throughput and minimizes the size of the shared tile memory.
Maintaining balanced resource utilization requires enough weight replication in the earlier layers to keep the crossbars in the ﬁnal convolutional layers busy. Fully connected classiﬁcation layers lying at the end
of a CNN have different demands than convolutional layers: since
they compute only one VMM per example, they are used more
sparsely in time and do not require the same buffer sizes as convolutional layers. Newton (a successor to ISAAC) exploits this by allocating
different tile designs to convolutional and fully connected layers, leading to a higher energy efﬁciency and throughput per area than ISAAC
but at some cost to workload ﬂexibility.153
Similar to digital CNN accelerators, analog systems can save
energy by reducing input and output data movement. To match the
data access patterns of sliding window computations, shift registers117,118 and line buffers168 are commonly used to pass data into a
convolutional layer. PUMA uses an input shufﬂe unit to dynamically
re-route values in different registers of an input buffer to different
crossbar DACs, exploiting the large input data reuse in adjacent sliding
windows to reduce data movement in the buffers.148
While all the analog architectures for large-scale CNN acceleration have been evaluated only in simulation, a small-scale analog CNN
accelerator has been realized fully in hardware.180 The system uses
eight 128  16 TaOx/HfOx ReRAM crossbars to implement two convolutional layers and one fully connected layer and achieves 96% accuracy on MNIST.
F. Flexibility and reconfigurability
The ability to reconﬁgure an inference accelerator for different
machine learning workloads is a useful functionality to the end user
but can introduce complexity to the instruction set, lead to additional
circuits or logic units for specialized functions, and increase the needed
buffer sizes and bus widths when provisioned for the worst case153—
all of which offset the area and energy efﬁciency of crossbar
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computation. Of the analog accelerators developed to date, the PUMA
architecture is notable in its highly ﬂexible and programmable design,
which provides the necessary circuit blocks to support MLP, CNN,
LSTM, and various other workloads while balancing the trade-off
between ﬂexibility and its overhead on performance, area, and energy
efﬁciency. It also provides a high-level programming interface—in the
form of an ISA and a compiler—between the neural network workload
and its tiled, spatial microarchitecture.148
Because of the large write energy and latency associated with
weight programming, analog inference accelerators cannot dynamically remap different neural network layers onto its hardware during runtime—a feature that is natively supported by digital
accelerators. Nonetheless, many analog architectures offer signiﬁcant ﬂexibility in the network topologies and layer sizes that can be
mapped onto them. Finding an area- and energy-efﬁcient mapping
is a primary function of the compilers in PUMA148 and PRIME.136
In 3D-aCortex, a greedy optimization algorithm is used to map the
layers of a large neural network to the fewest number of 2D planes
in the 3D-NAND array.117
One consequence of performing computation in memory structures is that different workloads will tend to more or less efﬁciently utilize the hardware resources in the crossbars. The trade-off between
efﬁciency and ﬂexibility becomes particularly evident in the choice of
the crossbar dimensions, which are usually homogeneous across the
system: smaller crossbars can be more effectively tiled across weight
matrices of various sizes and maintain high area utilization, while
larger crossbars possess greater peak compute density and can provide
greater amortization of the ADC and communication overheads
across operations. The trade-off also appears in designing the local
interconnection fabric between crossbars. As discussed in Sec. VI D,
Newton’s IMA uses a ﬁxed reduction network to save area and energy,
which is well suited to its style of bit slicing. Meanwhile, the memristive Boltzmann machine’s higher-level reduction tree, which aggregates the partial sums of a large split VMM, is reconﬁgurable; on
mapping the hardware to a workload, each node is set to the forwarding (F) or reduction (R) mode as shown in Fig. 16(a).12 This strategy
provides greater ﬂexibility while still saving energy but not area.
PRIME is unique in that it provides “full-functional” subarrays, which
contain crossbars that can be operated both in computation (VMM)
mode and in standard memory mode, where they serve to enlarge the
buffers for activation data.136
At the extreme end of reconﬁgurability, the Field Programmable
Analog Array (FPAA) provides a ﬂexible physical infrastructure—
with software support181—for integrating various analog
functionalities and for prototyping new architectures for analog
computing.79,150 Floating-gate VMM crossbars and their peripheral circuitry,105 along with other neuronal functional blocks such
as winner-take-all circuits,113 have been implemented in FPAAs.
The Field Programmable Crossbar Array (FPCA) is a reconﬁgurable architecture that maps several kernels—analog VMM with
binary neural networks, digital arithmetic operations, data translation, and data storage—onto its many binary ReRAM crossbars
and even to virtual tiles within a crossbar.182
G. Performance comparison of inference accelerators
Tables II and III compare the high-level design parameters and
performance (measured and simulated) of several selected digital and
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TABLE II. Comparison of selected digital and mixed-signal neural network inference accelerators from industry and research.a TOPS: Tera-Operations per second. We have
counted MACs as single operations where possible. Note that performance (TOPS) is measured at the speciﬁed level of weight and activation precision, which differs
between accelerators. The results for NVIDIA T4, TPU, Goya, UNPU, and Ref. 122 are measured; others are simulated. TOPS/mm2 values are based on the die area, where
provided.

Process
Activation resolution
Weight resolution
Clock speed
Benchmarked workload
Throughput (TOPS)
Density (TOPS/mm2)
Efﬁciency (TOPS/W)

NVIDIA T4175

Google
TPU v122,b

Habana
Goya HL-1000176

DaDianNao44

UNPU51

Reference 122
mixed-signalc

12 nm
8-bit int
8-bit int
2.6 GHz
ResNet-50177
(batch ¼ 128)
22.2, 130 (peak)
0.04, 0.24 (peak)
0.32

28 nm
8-bit int
8-bit int
700 MHz
Mean of six MLPs,
LSTMs, CNNs
21.4, 92 (peak)
0.06, 0.28 (peak)
2.3 (peak)

16 nm
16-bit int
16-bit int
2.1 GHz (CPU)
ResNet-50
(batch ¼ 10)
63.1
…
0.61

28 nm
16-bit ﬁxed-pt.
16-bit ﬁxed-pt.
606 MHz
Peak
performance
5.58
0.08
0.35

65 nm
16 bits
1 bitd
200 MHz
Peak
performance
7.37
0.46
50.6

28 nm
1 bit
1 bit
10 MHz
Co-designed binary
CNN (CIFAR-10)
0.478
0.10
532

a

To enable performance comparisons across a uniform application space, we did not consider accelerators for spiking neural networks.
The TPU v2 and v3 chips, which use 16-bit ﬂoating point arithmetic, are commercially available for both inference and training on the cloud. MLPerf inference benchmarking
results for the Cloud TPU v3 are available,179 but power and area information is undisclosed. The TPU v1 die area is taken to be the stated upper bound of 331 mm2; the listed
TOPS/mm2 values are therefore a lower bound.
c
The mixed-signal accelerator in Ref. 122 performs multiplication using digital logic and summation using analog switched-capacitor circuits.
d
The UNPU architecture ﬂexibly supports any weight precision from 1 to 16 bits. The results are listed for 1-bit weights.
b

TABLE III. Comparison of selected analog neural network inference accelerators. Note that performance (TOPS) is measured at the speciﬁed level of weight and activation precision, which differs between accelerators.

Process
Activation resolution
Weight resolution
Weight storage
Rhigh
Rlow
Array size
ADC type

ISAAC68

Newton153

PUMA148

PRIME136

Memristive
Boltzmann machine12

32 nm
16 bits
1-bit sliced
16 bits
ReRAM
8  2-bit
2 MX [65]
2 kX [65]
128  128
SAR (8-bit)

32 nm
16 bits
1-bit sliced
16 bits
ReRAM
8  2-bit
2 MX [65]
2 kX [65]
128  128
SAR (8-bit)

32 nm
16 bits
1-bit sliced
16 bits
ReRAM
8  2-bit
1 MX
100 kX
128  128
SAR

65 nm
6 bits
3-bit sliceda
8 bits
ReRAM
2  4-bit
20 kX
1 kX
256  256
Ramp (6-bit)

22 nm
32 bits
1-bit sliced
32 bits
ReRAM
32  1-bit
1.1 GX
315 kX
512  512
SAR

1.2 GHz

1.2 GHz

1.0 GHz

Peak
performance
41.3b
0.48
0.63

Peak
performance
…
0.68
0.92

Peak
performance
26.2
0.29
0.42

3.0 GHz
(host CPU)
…

3.2 GHz
(host CPU)
…

…
…
…

…
…
…

Clock speed
Benchmarked workload
Throughput (TOPS)
Density (TOPS/mm2)
Efﬁciency (TOPS/W)

3D-aCortex117
55 nm
4 bits
temporal
4 bits
NAND ﬂash
1  4-bit
…
2.3 MX
64  128
Temporal to
digital (4-bit)
1.0 GHz
GNMT178
10.7
0.58
70.4

a

PRIME splits the input into two 3-bit slices and uses a 3-bit DAC to convert each digital slice to one of the eight voltage levels.
The ISAAC-CE design point from Ref. 68 is used.

b

analog inference accelerators, respectively. Of those accelerators listed,
the NVIDIA T4, Google TPU, and Goya are commercially available
on premise or in the cloud—the remainder are research systems. For
many of the other commercial digital systems, the reported performance values are aggregated in Ref. 4. In addition, the MLPerf
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inference benchmarking project provides an apples-to-apples performance comparison of these accelerators for several benchmark deep
learning tasks.179 With the exception of Ref. 122, all the architectures
for which performance numbers are given can support arbitrary CNN
and MLP workloads; many can also natively support LSTMs. For the
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analog accelerators, performance details on speciﬁc benchmark models can be found in their respective papers.
The projected performance of the analog accelerators in
Table III approximately reaches parity with the measured performance, compute density, and energy efﬁciency of the best digital
accelerators when adjusted for different arithmetic resolutions.
Further improvements are still likely needed before analog accelerators can become widely adopted for commercial use. A signiﬁcant
bottleneck for many of the analog architectures is the ADC, which
consumes 49% of the total chip power in ISAAC and 41% in the
memristive Boltzmann machine. Newton reduces the ADC cost by
as much as 60% over ISAAC via several previously mentioned
techniques, such as adaptive ADC resolution and divide-and-conquer.
Adding more rows to the crossbar can allow greater amortization of
this cost across operations but would require higher ADC resolution in
full-precision architectures.

simplify the hardware needed for programming, the Manhattan
update rule—in which the weight updates are binary (positive or negative)—has commonly been used.127,130 While this update rule reduces
hardware complexity and signiﬁcantly speeds up programming, Ref.
132 shows that it incurs several percentage points of accuracy loss
(shown on a simple facile recognition task) compared to analog
updates using write-verify schemes.
Recently, Ref. 131 integrated a memristor crossbar with CMOS
circuitry that computes the weight updates and applies the appropriate
electrical pulses for programming. The system successfully trained a
single-layer perceptron using batch gradient descent. It also trained a
small two-layer neural network using Sanger’s rule for principal component analysis (PCA),185 though unlike backpropagation, this update
rule does not require the propagation of data between layers.

VII. ARCHITECTURES FOR TRAINING

To provide a signiﬁcant acceleration of the backpropagation
algorithm, both the computation of the layer-by-layer errors d and
the applications of the weight updates DW should take advantage of
the intrinsic parallelism provided by the crossbar. The former process
is relatively simple to implement on an accelerator that has already
been designed for inference. Since backpropagation by MVMs is the
transpose of forward propagation by VMMs, it can be parallelized in
the same manner so long as the architecture supports both the forward and backward ﬂow of data. With additional routing around the
crossbars, the same peripheral circuitry (such as DACs, integrators,
TIAs, and ADCs) can be reused for an MVM computation.186 In
Ref. 62, for example, MVMs are supported with minimal overhead
using additional logic to re-route the inputs to the columns and an
analog multiplexer to allow the integration of currents on the rows.
This reconﬁgurable crossbar-based neural core is shown in Fig. 18.
The backpropagation step also requires the application of the
derivative of the neuron activation function f 0 in Eq. (2). For functions
such as the sigmoid or hyperbolic tangent, this can be provided by a
separate digital lookup table as described in Sec. V D. In an alternative
approach, Ref. 160 computes the sigmoid derivative in the analog
domain by applying analog arithmetic (with operational ampliﬁers) to

Training large neural networks within an analog neuromorphic
accelerator is considered a longer-term goal for the ﬁeld due to the
challenge of meeting the additional device requirements enumerated
in Sec. IV A—update linearity, update symmetry, high precision, low
write energy and latency, and high endurance. Most of the considerations discussed in Sec. VI for inference accelerators also apply to
training accelerators, which must support both forward and backward
propagation. In this section, we will review the special architectural
considerations for training accelerators and the inherent parallelism
provided by the memory crossbar for weight update operations.
Despite the stringent device requirements, successful training of
memory crossbars has been demonstrated experimentally for smaller
tasks using less demanding training schemes. Most of these results use
an in situ training approach that represents an intermediate step
toward a true training accelerator: forward propagation is performed
on the crossbar, the weight updates DW are calculated on an off-chip
processor, and the updates are programmed onto the crossbar.183 This
approach, used in many demonstrations,127,128,130,134,171,184 is suitable
as a platform to test the learning capability of the memory devices. To

A. Supporting backpropagation

FIG. 18. Reconﬁgurable neural core in Ref. 62 for implementing (a) VMM, (b) MVM, and (c) outer product update. The inputs to the VMM and MVM are coded as pulse trains
[see Fig. 10(d)] using the temporal coding logic. The DAC function of the voltage coding block is bypassed during a MVM but is used during an outer product update.
Reproduced with permission from Marinella et al., IEEE J. Emerging Sel. Top. Circuits Syst. 1, 86–101 (2018). Copyright 2018 IEEE.62
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the output of the sigmoid unit. The derivative of the ReLU function is
typically much simpler to implement since it is a binary function that
depends only on the sign of the argument. The calculation of f 0 can be
pipelined with the VMMs during forward propagation, and the
MVMs during backpropagation can be pipelined with the weight
updates, as done in TIME156 and PipeLayer.174
For the derivative calculation step and the weight update step, it
is necessary to have on hand the values of any given layer’s activation
x and the computed values of f 0 . An important distinction from an
inference-only accelerator is that these intermediate results generated
during forward propagation must not be overwritten until the errors
have been propagated back to that layer.186 This introduces a substantial additional requirement on the size of the local memory accessible
to each crossbar, which must fully store the values of x and f 0 to minimize data movement during backpropagation.
B. Parallel outer product update
By applying programming pulses simultaneously to all the rows
and columns of a crossbar, the outer product weight update in Eq. (3)
can be executed in parallel for the entire array. To accomplish this, the
activations x are applied to one edge of the crossbar and the errors d to
the other edge in such a way that a multiplication effect between the
signals is seen at the crosspoints. In Ref. 62, this is done by encoding xi
as a temporal signal (pulse length or pulse train) and dj as a pulse
amplitude using temporal coding blocks and voltage coding blocks (i.e.,
DACs), respectively, as shown in Fig. 18(c). The parallel outer product
update is depicted in Fig. 19. The programming is performed in four
phases to account for the possible sign combinations of x and d without
causing write disturb. The learning rate g can be controlled by scaling
the pulse lengths or the number of pulses (or pulse trains) ﬁred.63
Reference 160 implements a similar temporal-voltage encoding scheme

FIG. 19. Parallel outer product update of a crossbar array, shown using temporal
(pulse length or pulse train) coding for the activations and voltage amplitude coding
for the errors.
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but applies the time encoded signal to access transistors along a column
rather than directly across the devices. The pulse length encoding is
done using a circuit that takes an analog rather than digital input for d.
Alternatively, the multiplication effect can be achieved at a constant write voltage or power by encoding one variable in the length or
duty cycle and the other variable in the repetition rate of two overlapping pulse trains.187,188 However, as with pulse length encoding for
VMMs, encoding the two vectors fully in the time domain leads to a
stronger exponential penalty in the latency by the desired bits of precision in DW. In the hybrid temporal-voltage coding scheme, this penalty can be efﬁciently shared between the write latency and the area/
energy overhead of the DAC so that neither is very large.
The parallel outer product improves the weight update latency
by O(N) compared to a serial row-by-row programming scheme.
Another advantage is that only the vectors x and d need to be stored
rather than the full weight update matrix DW. One drawback is the
potentially large instantaneous power that might be drawn by programming all (or one quarter) of the memory elements simultaneously. To reduce the power consumption, the parallel update can
be partitioned into blockwise updates with sufﬁciently large blocks to
avoid breaking the advantages of parallelism.134 The amount of power
consumed during the weight update is data- and task-dependent. In
some applications, the fully parallel update consumes only marginally
more instantaneous power than a row-by-row update.187
C. Training with batch size > 1
Although the parallel outer product update operation carries signiﬁcant beneﬁts to latency, energy consumption, and
storage overhead, it is inherently incompatible with batch sizes
greater than one, whose update can no longer be expressed as
a rank-1 matrix as in Eq. (3). Being limited to stochastic gradient descent learning can be problematic as it provides a less
accurate estimate of the true gradient.17 It also precludes vectorization or pipelining of forward and backward propagation,
thus increasing the training time and under-utilizing the hardware. Finally, it imposes greater endurance requirements on
the devices, which need to be programmed after every training
example.
Batch training can be realized efﬁciently, without relying on frequent serial updates, by allocating two crossbars per weight matrix.63
Forward propagation is performed using the ﬁrst crossbar, and parallel
outer product updates are applied to the second crossbar, which is initialized as a zero weight matrix. At the end of a batch, the total accumulated weight update is read out from the second crossbar and
serially written to the ﬁrst. Since a slow serial programming step is
needed only during the weight transfer process, its cost is amortized
over all the examples in a batch.
The PipeLayer accelerator takes the above approach of using a
second ReRAM array as a buffer to store intermediate weight
updates in a batch.174 Furthermore, it physically duplicates each
weight matrix so that one is used for forward propagation and the
other for backpropagation. In this way, the two processes can be
pipelined within a batch without weight conﬂicts. At the end of the
batch, the accumulated weight updates are copied from the buffer
array to all crossbars containing the copies of the weight matrix.
The dataﬂow for this pipeline is shown in Fig. 20(a) for a single
training example and in Fig. 20(b) for multiple examples. The
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FIG. 20. The PipeLayer architecture. (a) Dataﬂow of a single example through a 3-layer neural network for training. Each time step may correspond to several computational
cycles. The computational blocks active in each time step are labeled: forward propagation (blue), backpropagation (red), and weight update (red). (b) Pipeline for multiple
training examples. The weight updates DW are serially written to the W and WT crossbars at the end of a batch. Adapted from Ref. 174.

intermediate activations x are also stored in dedicated local ReRAM
buffers. The forward and backward pipelining ensures that the storage
requirement for these activations is determined by the layer’s depth
within the network rather than by the batch size. Since these activations
are accessed in a ﬁrst-in ﬁrst-out order, PipeLayer operates these
ReRAM arrays as circular buffers.
Another approach to speed up batch training and to reduce the
endurance requirement on the memory devices is to ﬁnd a good rank1 approximation to the high-rank batch update. The best such approximation can be constructed from the largest singular value of the batch
update matrix and its left and right singular unit vectors. Ref. 189 uses
a method based on streaming PCA to reﬁne an estimation of these
quantities as the values of x and d are found for each example in a
batch. This can be done with a storage overhead that scales as O(N)
with the crossbar dimension. Accuracy on MNIST was shown to converge to similar levels as both stochastic and minibatch gradient
descent but with about 10 fewer matrix updates as SGD for a batch
size of 32.
D. Training convolutional neural networks
Training introduces additional complexities to the acceleration of
CNNs. In ISAAC, which is an inference accelerator, high throughput
is achieved by providing sufﬁcient replication of the weights in the earlier layers to keep the later layers maximally busy.68 Many cycles may
nonetheless be needed to ﬁll its pipeline. If the same hardware is used
for training, the beneﬁt of high throughput is eliminated if the deep
pipeline has to be cleared at the end of every batch. The second beneﬁt
of ISAAC’s pipeline, a reduced buffer size, is also eliminated since the
full activation must be retained in memory for backpropagation.
PipeLayer further increases the amount of weight replication in each
layer to reduce the latency of a single example during training. The
crucial trade-off is between the area and training throughput since
requiring that early layers be computed in a single cycle results in a
prohibitively large number of replicated crossbars.174
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E. Compensation for device imprecision and
asymmetry
Owing to the small parameter adjustments mandated by gradient
descent, neural network training requires a higher level of precision in
the weight representation than needed during inference. Since individual analog memory devices are limited to at most 7–8 bits of precision,
some form of bit slicing is typically used.96,174 For example, PipeLayer
uses 4-bit ReRAM cells. During weight update, the full values of the
original 16-bit weights are read out from the crossbars, the update is
computed digitally, and the new weights are written back to all the
devices.174 This process incurs a substantial time and energy penalty
due to the need for serial readout and programming with every
update.
Bit slicing is, without modiﬁcation, not fully compatible with a
parallel outer product update. The periodic carry technique, shown in
Fig. 21(a), mitigates this problem by allocating a portion of the conductance range of a device to store one or more carry bits.190 Taking
advantage of the fact that most weight changes are small, parallel outer
product updates are carried out on the LSB devices only. Periodically,
the LSB device is read, and any carry bits are propagated to the device,
which stores the next higher bits. Thus, the cost of serial readout and
programming can be amortized over many updates. For some devices,
this technique potentially curbs the effects of device nonlinearity: as
more conductance levels are dedicated to the carry while performing
relatively frequent carry propagation, each device can be more effectively constrained to the most linear part of its conductance range.
Reference 141 performs a different form of bit slicing with two
different types of devices: a PCM device holds the MSBs, and a capacitor connected to a read transistor is used as a memory element for the
LSBs. The scheme is shown in Fig. 21(b). Charge is added or removed
from the capacitor by a pair of CMOS current sources; the high linearity of these updates is used to overcome the issues of nonlinearity,
endurance, and strong asymmetry in programming the PCM device.
The volatile state of the capacitor is periodically written to the nonvolatile PCM device as in periodic carry. The cost of serial readout and
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FIG. 21. (a) The periodic carry technique.190 A portion of the device dynamic
range is used to store a carry (overﬂow),
which is periodically propagated to the
higher bits. Parallel outer product update is
carried out only on the device holding the
LSBs. (b) Reference 141 uses a PCM
device to hold the MSBs of the weight and
a capacitor with charging/discharging circuitry to hold the LSBs; both are paired
with a second device to implement signed
weights and to overcome update asymmetry. For the capacitive memory, the second
device is shared by a row, effectively subtracting a bias. Reproduced with permission from Ambrogio et al., Nature 558, 60
(2018). Copyright 2018 Springer Nature.141

programming is thus spread out over many updates, but the timescale
of charge leakage from the capacitor must be considered. A disadvantage of this scheme is the larger size of each synaptic unit cell.
Reference 191 combats the effects of weight imprecision by
computing and accumulating the weight updates over a batch in
high precision in a digital co-processor. At the end of a batch, these
updates are quantized to a low precision that is compatible with
the programmable resolution of the PCM synaptic devices, and the
residual between the high-precision (ﬂoating-point) and lowprecision updates is kept in the digital co-processor as an initial
value in the accumulation of the next weight update. By applying
updates only once per batch to the memory elements, with the
more granular per-example update computations done in the digital domain, the effects of device nonlinearity and stochasticity can
be alleviated. However, in ofﬂoading a large fraction of the computational burden to a separate digital co-processor, the highly
energy-efﬁcient analog computation contributes a diminished
share of the total training energy cost.
Weight update asymmetry, which is signiﬁcant in PCM and
some ReRAM devices, is known to considerably degrade the accuracy
of neural networks.87,192 When combined with nonlinearity, asymmetry causes weights to decay toward zero after a succession of positive
and negative updates are applied.86 One solution to asymmetry is to
apply updates of only a single polarity to a pair of devices: one device
to increase the weight and another to decrease the weight. This can be
done without additional area overhead since the same device pair that
is used to implement real-valued weights (Fig. 15) can be used for this
purpose. Occasionally, after enough updates, one or both devices may
saturate or enter a highly nonlinear regime; thus, the device conductances must be periodically read, reset back to an initial conductance
state, and then restored to represent the correct weight.134,193 This cost
is amortized over many updates and may also be ﬁnely calibrated
given prior knowledge about the average number of analog states in
the asymmetric device.194 Writing to only one device per update can
also increase device resilience and decrease the number of refresh steps
needed.195 Asymmetry can also be partially compensated at the
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algorithm level by using different learning rates for updates of different
signs196 and by using adaptive neuron-speciﬁc learning rates.197
The “Tiki-Taka” method198 mitigates the effect of asymmetric
nonlinearities by splitting the weight matrix into a sum of two matrices: W ¼ A þ cC, each of which is mapped onto two crossbars as in
Fig. 15. The crossbars for A are ﬁrst calibrated to an operating point
where A ¼ 0, and the devices have a symmetric update response. This
is done by applying a sequence of alternating positive and negative
pulses to every device until a steady-state conductance is reached.
During training, parallel outer product updates are applied to A, and
the weights in A are periodically transferred to C. Since the destructive
effects of an asymmetric nonlinearity are usually accumulated over
many updates, they can be largely eliminated by performing most of
the updates accurately near the symmetric operating point (in A) while
only sparsely updating the devices (in C) that operate in a more asymmetric regime.
VIII. MITIGATING ARRAY- AND DEVICE-LEVEL NONIDEALITIES
The accelerators that we have considered face unique challenges
compared to their digital counterparts, in part due to the analog nature
of their computation and in part originating from their use of a dense
array of memory elements. In spite of the intrinsic error resilience of
neural networks, which are designed to generalize well to diverse and
noisy real-world data, we have seen that the devices that make up these
neuromorphic accelerators must meet a demanding set of requirements.
This is made more challenging by the fact that most of the non-volatile
memory devices that are well suited for this application are still emerging
technologies. In this section, we brieﬂy survey some techniques—in
addition to those previously discussed—mainly at the architecture and
algorithm level to mitigate the limitations of memory arrays and the
individual memory devices on neural network performance.
A. Parasitic resistance
As discussed in Sec. IV C, line resistances along the rows and columns impose a limit on the maximum feasible size of a crossbar. This
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is an important limitation, as it forces a large weight matrix to be partitioned across multiple crossbars and increases the area and energy
overhead of the peripheral circuits relative to that of the more efﬁcient
crossbars. The penalty for parasitic resistance, which reduces the ﬁdelity of array reads and writes, comes mainly at the expense of neural
network accuracy. At the circuit level, this issue can be partially
addressed by using a 1T1R array in which the VMM inputs are applied
to the gate of an access transistor as a bit-sliced or temporally encoded
signal. Since the gate terminal has a large resistance, the effects of parasitic voltage drops can be minimized on the communication of the
input activations but not of the partial sums.
At the technology level, large arrays can be enabled by increasing
the interconnect width, which reduces the line resistance or by
decreasing the conductance of the memory device, which reduces the
voltage drops. The latter can be achieved using ﬂoating-gate synapses
in subthreshold mode, which have conductances on the order of 1 to
10 nS105 but require a relatively large voltage to program. Another
pathway is to engineer emerging memories with low conductance.
ReRAM devices with a conductance as small as 10 nS (and less than
10 lA of write current) have been demonstrated by inserting an oxide
tunneling barrier into the material stack, but they also possess greater
susceptibility to random telegraph noise.199 Conductances smaller
than 100 nS have also been demonstrated using redox transistors with
a highly diluted conductive polymer.72
Several methods have been proposed to mitigate the neural network accuracy loss that arises from voltage drops across the array—
this degradation effect is quantiﬁed in Ref. 200. Reference 65 calibrates
for the predictable effects of the voltage drops using a nonlinear mapping of the weight matrix to the memory array, found via circuit simulations. Reference 201 adds series resistances to the periphery of the
array to equalize the parasitic voltage drops seen by all parts of the
crossbar. Reference 200 uses a lumped circuit model of the crossbar to
show that the ideal crossbar currents (without parasitics) can be
approximately recovered from the real current using an analytical
expression, provided that the line resistances can be estimated or measured. Reference 202 shows that a neural network can learn around
the parasitic voltage drops by modeling their effect as an injection of
Gaussian noise on the VMM results during training. The mean and
variance of this noise source are extracted from circuit simulations of
an uncompensated crossbar that implements the desired neural
network.
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pruning step to achieve this type of matrix compression. Reference
204 obtains a similar outcome, but starting with a sparse neural network, by re-arranging the matrix columns using k-means clustering,
pruning elements that still remain outside of ﬁxed-size blocks, and retraining the network. They show that at least on relatively small
ReRAM crossbars (such as 32  32), their algorithm can largely retain
the baseline accuracy of several large-scale neural networks and
achieve a several-fold reduction in energy.
For CNNs, an alternative to weight pruning is ﬁlter pruning,
where entire convolutional ﬁlters and their associated feature maps
and ﬁlters in the subsequent layer are removed.205 This method has
been shown to compress large image recognition networks by more
than 30% with insigniﬁcant accuracy loss and is amenable to a crossbar implementation as it implies only the removal of entire rows and
columns.
C. Hardware robustness to noise, drift, and device
failures
Noise and cycle-to-cycle variability in the readout currents of the
individual memory elements can cause random errors in a VMM
computation, while endurance failures, manufacturing defects, and
programming errors can lead to persistent errors.164 The nature and
severity of these issues is technology-dependent: ReRAM devices, for
example, suffer from random telegraph noise and can become stuck at
high or low resistance after sufﬁciently many write cycles.
Reference 164 proposes an arithmetic error-correcting code for
resistive crossbars. Unlike conventional error correcting codes that
detect and correct individual bit ﬂips, arithmetic codes correct for
additive syndromes, which are more likely to arise in a crossbar where
multiplications and summations are carried out on analog signals.
Figure 22 shows the proposed error correction unit as an added component inside an ISAAC IMA.68 The ﬁrst divide/residual unit decodes
the VMM output and calculates a residual that can be used to index a
correction table; the overhead of this table is minimized by considering
only errors that are highly probable and highly signiﬁcant (i.e., affecting only devices holding the MSBs of the weight). The second divide/
residual unit detects but does not correct any errors that still remain.
This error correction scheme was shown to substantially reduce the
misclassiﬁcation rate on large machine vision tasks (5% on ImageNet
using AlexNet) with only a small area, power, and latency overhead.

B. Handling sparse neural networks
Weight pruning is often used to make neural networks more
compact and reduce their computational overhead. Because removing
a large fraction of the neuron connections results in a relatively sparse
and irregular weight matrix, the resulting network does not map in an
area-efﬁcient way onto a memory crossbar—this can be considered a
limitation of the crossbar’s rigid connectivity pattern. Low utilization
of this connectivity implies that the energy consumption of the peripheral circuits is amortized over fewer MAC operations. As one solution,
the neural network can be adapted during the pruning process to an
eventual crossbar implementation by clustering the nonzero elements
of a sparse matrix into blocks that can then be mapped onto multiple
smaller crossbars; the zero weights no longer need to lie at the array
crosspoints, improving the energy efﬁciency and potentially the area.
Reference 203 proposes an iterative training scheme with a clustered
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FIG. 22. Error correction unit described in Ref. 164, shown as an added component
to the ISAAC accelerator.68 Reproduced with permission from Feinberg et al., in
IEEE International Symposium on High Performance Computer Architecture
(HPCA) (2018). Copyright 2018 IEEE.164
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Resilience to device-level errors can also be provided through
redundancy. Reference 88 considers duplicating the same weight multiple times within a crossbar to average out the effects of variability
and noise at the column output. Reference 206 addresses stuck-at
faults by providing redundant crossbars and redundant columns
within a crossbar. Reference 207 represents a weight using the total
conductance of multiple PCM devices and cycles among the devices
during programming; while this only linearly increases the available
number of conductance levels, it also linearly reduces the endurance
requirements on each device.
To combat conductance drift, Ref. 140 monitors and periodically
re-adjusts the memristor conductances; this approach introduces signiﬁcant energy overhead to an inference accelerator and requires the
movement of data from a host CPU that stores a redundant copy of
the weights. If the drift behavior of the average device is known in
advance, its effect has been shown to be partially compensated by
applying an appropriate slope correction schedule to the activation
functions, making them steeper over time. The effectiveness of the
slope correction technique decreases as the device-to-device variability
around the average case increases.208
Errors that are likely to arise from process variations or defects
can be suppressed by an appropriate re-mapping of the neural network
weights to the hardware. Reference 209 proposes a scheme to assign
the rows of the weight matrix to the crossbar rows in a way that minimizes the expected deviations on the column outputs due to cycle-tocycle variability. Then, during a re-training phase, weights that remain
particularly prone to errors are frozen and reduced to zero. Reference
210 uses a similar strategy of re-assigning matrix rows to crossbar rows
to mitigate errors due to stuck-at-0 and stuck-at-1 faults, whose distribution is proﬁled periodically during online training. Both approaches
rely on an optimization algorithm to ﬁnd the best mapping.
D. Device-aware neural network training
The impact of device non-idealities on inference performance can
often be compensated by anticipating their effects during the off-chip
training of the neural network. Reference 211 found that injection of
Gaussian noise into the synaptic weights during training can compensate
for a proportional degree of read stochasticity during inference.
Reference 212, which focuses on charge-trap memory, showed that noise
injection during training can also be employed to improve resilience to
randomly variable rates of weight relaxation due to charge leakage.
References 183 and 213 have meanwhile found that a device-realistic
noise model considerably outperforms more standard forms of noise
(such as uniform or Gaussian) when applied to the VMM outputs during training. Reference 213 further notes that noise robustness can be
increased by mapping the dynamic range of the memory devices to a
weight range that is smaller than that used by a given layer; weights lying
outside of this range are clipped. This reduces the amount of algorithmic
noise introduced by a given magnitude of physical noise but incurs an
accuracy penalty due to clipping. The optimal clipping threshold can be
learned for each layer during training, along with the weights.
Several works have investigated re-designing the topology of the
neural network to better ﬁt the characteristics of imperfect devices: in
particular, equivalent performance may be possible with better energy
efﬁciency using simpler networks. Reference 214 shows that in the
presence of noise and device nonlinearity, replacing the ﬁrst layer of
learned weights with ﬁxed, random weights (and a simpler learning
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rule) can achieve equivalent or superior generalization performance to
MLPs trained through backpropagation. A layer of ﬁxed random
weights can potentially also be used during backpropagation, in place
of the original weight matrix W in Eq. (2), which would reduce the
number of crossbars that need to receive regular weight updates.215
Early work suggests this may work in hardware neural network contexts,216 but more extensive analysis will be required to test whether
this approach is robust to noise and process variations.
More accurate and robust device-aware training frameworks can
be built from measurements on devices that are exposed to a large
number of incremental update pulses. These measurements can be
collected into a device-speciﬁc lookup table that provides a probability
distribution function for the update DG for a given initial conductance
state G and queried update DGideal .62 In principle, this method can be
used to model effects that are not easily captured by analytic or circuit
models and, in some cases, not explicitly identiﬁed at all. The effects of
nonlinearity and device-to-device variability on training have been
simulated using these lookup tables.62,85,217 Open-source software
tools such as CrossSim218 and NeuroSim219 have been developed,
which allow the integration of device models to perform array-level
neural network inference and training simulations. CrossSim supports
the use of experimentally derived probabilistic lookup tables, while
NeuroSim uses device behavioral models with parameters extracted
from experiments.
IX. CONCLUSION
By performing computations locally within memory, the analog
neuromorphic accelerator relieves part of the data transfer bottleneck
that exists in any digital processor. However, these systems—which
are generally mixed-signal rather than fully analog—are not without
their own unique challenges. Without a careful design of the system
architecture, the intrinsic advantages of crossbar computation can be
swamped by the overhead (in power, area, and latency) incurred by
the peripheral circuitry that supports it. A main goal in designing these
architectures is to keep this overhead to a minimum without sacriﬁcing performance.
The greatest energy and area penalty that is paid in an analog
accelerator is the conversion between the analog and digital domains.
Analog signals are needed to perform crossbar computations, while
digital is needed for internal and external routing. Different architectures place the analog/digital divide at different points in the system:
some remain predominantly digital by using bit-sliced inputs and
weights, some are predominantly analog and preserve the digital
domain solely for routing, while others are almost fully analog, with
digitization only at the interface with off-chip digital processing. Some
encode information in the time domain to escape the limitations of
analog and avoid the overhead of a conventional ADC—even in these
architectures, however, the cost of signal conversion has to be paid.
A primary trade-off that needs to be made in the design of an
inference or training accelerator is that between energy efﬁciency and
precision. Full digital (or software-equivalent) precision is possible in
an analog system but comes at the cost of greater ADC and/or communication overhead due to bit slicing. Nonetheless, there are various
ways to reduce this overhead, such as by encoding the weights to
reduce ADC precision or by an optimal spatial arrangement of crossbars and their peripheral circuitry to exploit data locality. In accelerators that do not keep full precision, the main design challenge is to
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choose the correct quantization resolution while maintaining high
neural network accuracy.
Training accelerators demand more precision, and extracting the
requisite degree of precision while exploiting crossbar parallelism
requires sophisticated methods of mapping real-valued weights to a
set of limited-accuracy emerging memory devices. Handling batch
training is another major challenge. In analog accelerators, it is the
batch-1 update that makes the most use of crossbar-level parallelism,
but as in digital hardware, it breaks the architecture-level parallelism
that is enabled by pipelining. This unhappy trade-off suggests a pressing need for batch-capable learning schemes that can also use pipelined updates.
Analog accelerators also face unique challenges that arise from
the crossbar geometry and from the individual memory devices that
constitute the crossbar. Non-ideal physical properties of the devices
can be compensated using architecture-level techniques, such as error
correction, periodic carry, occasional reset, and the Tiki-Taka method.
Another general approach that is gaining popularity is to learn around
these non-idealities by designing the neural network training algorithm with the speciﬁc devices or array/circuit effects in mind. This
powerful methodology is enabled and accelerated by open-source,
physically realistic crossbar modeling tools.
Two key stumbling blocks must be overcome before the full beneﬁts of analog acceleration can be realized: (1) peripheral circuit energy
consumption, area, and latency must be brought to parity or below the
costs for the crossbar cores, and (2) high neuromorphic performance
must be realized with more efﬁcient co-design or re-design of modern
emerging device technologies. To a frustrating extent, one or the other
of these goals are often achieved in modern academic demonstrations
or accelerator designs, but not both. Thankfully, as device engineers
converge toward nanoscale ideal programmable resistors, a cascading
set of beneﬁts will occur throughout the design hierarchy, fulﬁlling (2).
Meanwhile, lower device conductance and even steeper access devices
can potentially increase the maximum feasible crossbar size, which
can assist with (1). Finally, a co-mingling of research efforts across the
design hierarchy may suggest entirely new designs that leap over both
of these barriers. By better highlighting the system-level issues that
break the implementation of traditional workhorse artiﬁcial intelligence algorithms, we hope to have inspired efforts in this direction.
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